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GENERAL

Domain:
Medicine: bacterial infections of the blood, and later expanded to handle additional ailments, such as meningitis.

Main General Function:

Patient-Disease Diagnosis and Therapy Selection
System Name:


MYCIN

Dates:
Research began in 1972, with original implementation completed in 1976.  Additional research continues into the 1980's.

Researchers:


Edward H. Shortliffe





Bruce G. Buchanan





Randall Davis





William van Melle

Location:


Stanford University (Stanford Heuristic Programming Project)





Stanford Medical School (Infectious Disease Group)

Language:


Interlisp (LISP variant)
Machine:


DEC KI-10

Brief Summary:
MYCIN is a disease diagnosis and therapy selection system that provides advice to non-expert physicians whose decisions are bounded by time constraints and incomplete evidence.  MYCIN provides a natural language interface to consultation, explanation, and knowledge acquisition systems.

Related Systems:


a) Systems from which this system was developed;

Unknown.

b) Systems developed from this system;

and c) Systems by others using same methods (clones).
EMYCIN, NEOMYCIN, RMYCIN, Teiresias, CENTAUR (variant), PUFF (medical system using EMYCIN), other toy systems.

CATEGORY TWO

Characterization of Givens:
Information given to the system:
Patient data, laboratory data, additional rules (via Knowledge Acquisition System)

Information built into the system:
Production rules, meta-rules, rule templates, translation templates, rule and context properties.

Characterization of Output:
“Output” is a dialogue of data collection, followed by a diagnosis of zero or more ailments, and finally selected therapy suggestions.

Characterization of Data:
Rule data is probably reliable since it was extracted directly from the experts and the system was also deemed competent by expert panels.  The patient data is only as reliable as the patients’ honesty and memory, the physicians’ skill in collecting that data, and the laboratory's accuracy.  However, the data is also sometimes incomplete (due to time constraints) - the system ignores rules based on any such missing data.

Generic Tasks:


Diagnosis (hierarchical classification) and Selection
Theoretical Commitment:
Researchers assume that production rules can represent the domain, and in the case of EMYCIN acknowledge this may not be possible for all domains unless they are adequately formalized.  It was also observed that the production rules were only suited to limited interactions between conceptual primitives.  Additionally, MYCIN seeks to model the decision process by which the expert consultant performs a diagnosis and selects a suitable treatment, which the researchers judged themselves to be successful at.

Reality:
The psychological validity of the methods employed, the structure of the knowledge, and/or the control mechanism is highly debatable.  The researchers meant for the mode of reasoning to appear natural enough that a user can readily follow along.  They claim that "cognitive tasks are good candidates" for domains to be used with EMYCIN.
CATEGORY THREE
Completeness:
Has the system been fully implemented?  Yes, but it was never deployed for routine clinical use.
Use:

Has the system been used with real users from outside the original development situation?
 No.

Has the system been used with real users in the user's own working environment?  No.

Real experts from the Stanford Medical School were used for knowledge acquisition, and real expert users were used for the competency experiments.

Performance:
MYCIN was shown to be competent by a panel of external (i.e. non-Stanford) experts.  These outside experts blindly rated the conclusions of MYCIN, the Stanford infectious disease faculty, house staff, and students (using real test cases).  The performance of MYCIN was comparable to the Stanford Medical School infectious disease experts (that is, the outside experts disagreed with MYCIN no more than they disagreed with the Stanford experts).
CATEGORY FOUR

Phases:
MYCIN has two distinct phases of activity -- disease diagnosis and therapy selection.  

Subfunctions:
During diagnosis, the system is traversing a hierarchy of rules, in an establish-refine type traversal, using meta-rules for strategy.  After diagnosis is complete, therapy selection occurs inside a plan-generate-and-test loop, with a drug selection subtask (minimizing amount of drugs and maximizing coverage of diseases/symptoms).

Use of Simulation or Analysis:


MYCIN analyzes premises and hypotheses using numerical Certainty Factors (CF), while treatment is based on probability measurements from laboratory experiments (drug effectiveness).
System/Control Implementation Architecture:

MYCIN consists of three programs and two logical databases.  The three programs are the consultation, explanation, and knowledge acquisition systems.  The two logical databases are the dynamic and static databases.  The dynamic database contains patient data, laboratory data, a context tree, and a rule trace.  The static database contains production rules, meta-rules, rule templates, translation templates, as well as rule, parameter, and context properties.  The three programs use the same production rules in the databases, albeit in different ways.  The consultation system performs a backward-chaining depth-first search of the rules, while the explanation system uses these rules, translation templates, the context tree, and program trace to construct natural language explanations for users.  The knowledge acquisition system uses the same components as the explanation system, only in reverse, to encode expert knowledge into production rules.

Figure 1 - MYCIN Architecture
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CATEGORY FIVE

Characterization of Structure Knowledge:
The production rule hierarchy contains the domain knowledge.  This domain knowledge implicitly contains the disease taxonomy, and explicitly contains organism specific data.
The context tree contains domain knowledge as it relates to conclusions about a specific consultation.  This context tree is a hierarchy of hypothetical conclusions.

Both of these structures are used in all of the three main phases of the system – consultation, explanation, and knowledge acquisition.

Characterization of Process Knowledge:
Process Knowledge is contained in three places: the rules, meta-rules and the inference engine of the consultation system.  The rules contain the entire domain-dependent process that is needed to form an individual hypothesis (i.e. “I need to determine this before I can prove that.”).  

The meta-rules contain domain-dependent search strategies (such as ordering of sub-goals, to focus on more likely connections first) in an attempt to prune the search space.
Deep or Surface:
MYCIN could probably be characterized as having elements of both Deep and Surface knowledge.  Certain rules are clearly surface (i.e. “this gram stain and morphology implies that organism”) and others are more deep (i.e. knowing about portals of entry and their effects, awareness of drug interactions, and which symptoms might be relevant).
CATEGORY SIX

Search Space:
The primary search space of the diagnosis task is a tree of production rules with embedded information (meta-rules) on which branch is best to take.  This tree is implicitly formed by the sub-goaling nature of the rules.


The state of the search is explicitly represented by the context tree and rule trace.  This represents what the system has learned so far, what deductions it has made, and implicitly what it has yet to address.


The primary search space of the therapy selection is an explicit list of probable diagnoses with their certainty factors, and an explicit list of drugs with their probability of effectiveness against each particular diagnosis.

Space Traversal:
The diagnostic search-space is traversed by sub-goaling.  At any given time, MYCIN is attempting to establish the value of a parameter through sub-goaling, unless that data can be directly obtained from the user first.  Sub-goaling is aided by meta-rules which are strategies to best solve a given sub-goal (i.e. ordering rules on which paths to take first, thereby pruning the search space).  Sub-goals can be avoided if they have previously been established thanks to a preview mechanism.


Moving from one space to another effectively means examining another hypothesis or the current hypothesis in more detail.

Search Control Strategy:
MYCIN considers hypotheses sequentially based on available data until all relevant possibilities are known.  For the diagnostic portion of the system, this is done with a backward-chaining depth-first search of the production rule hierarchy.
Again, search is controlled through sub-goaling, unity paths (following paths whose certainty is known), certainty factors (disconfirming evidence acts as a pruning mechanism), preview mechanism (avoiding needless reevaluation), and meta-rules (strategy rules).

Standard Search Strategies:
Selection explicitly uses a Plan-Generate-and-Test approach to generating hypotheses and ensuring disease/symptom coverage with drugs.

Search Control Characterization:




Diagnosis: Backward-chaining depth-first search (can become best-first if 



relevant meta-rules are available)
Selection: numerical scheme based on Certainty Factors of each hypothesis and probability of drug effectiveness versus those hypotheses

Subproblems:
A partial diagnosis is possible with the use of Certainty Factors, and will usually occur if lots of data is unknown.  With incomplete data, MYCIN can still use what it knows (if anything), and if any certainty factor is deemed significant, a therapy can be selected.  The strength of the recommendation will probably be offset by low certainty factors, however, due to missing data.


Each rule, and therefore each sub-goal, is independent of each other, in the respect that each rule is completely modular - where all relevant context is contained in the rule with explicitly stated premises.


However, examination of a previous hypothesis might have reached a conclusion that the current hypothesis is attempting to determine.  The preview mechanism will avoid this reevaluation.  This does not signify sub-problem interdependence, only relation.

Search Control Representation:

The search control knowledge is embedded in the rules (stated premises are inherently sub-goals of the search), and meta-rules encode strategy knowledge formally in the control structure itself.

The consultation system inference engine (control structure) explicitly directs the search by evaluating the necessary production rules.
Search Control Strength:
The search control is very domain dependent, given that every rule encodes specific domain knowledge (with certainty factors which are directly determined through the laws of the domain), and meta-rules explicitly control the search with domain knowledge.
CATEGORY SEVEN

Failure Method:
When MYCIN fails, or reaches an incorrect conclusion, the system has a variety of methods to recover depending on the situation.  If the physician determines that the recommended treatment is invalid, they can ask for alternate recommendations.  In this case, the recommendation is removed from the list of possibilities and therapy selection is performed again.  If the physician or expert determines that there is an error in the course of the diagnosis, then they can use the explanation system to find the discrepancy in reasoning, and correct the rule using the knowledge acquisition system.  If the diagnosis error was the result of bad or missing data, then the process can be restarted from a given point in the rule trace.
Uncertainty:
Premises, patient and laboratory data, and hypotheses all have elements of uncertainty in MYCIN, represented by Certainty Factors (CF).  Drugs have uncertainty about their effectiveness against specific organisms, represented by probability.

Management of Uncertainty:
CF is a number in the range [-1, 1].  The value -1 represents certainty that something is false.  The value 1 represents certainty that something is true.  The CFs of premises and hypotheses are combined by multiplication – if a premise evaluates to 0.8 and the hypothesis has a 0.7 certainty, then the conclusion has a CF of:


<premise value> * <certainty factor> = (0.8 * 0.7) = 0.56


For a premise or hypothesis to be deemed significantly likely, its CF must exceed 0.2.  And, for a premise or hypothesis to be deemed significantly unlikely, its CF must be less than -0.2.


The certainty of drug effectiveness (used in therapy selection) is represented by a probability that is determined by laboratory experimentation (these were supplied by experts from the Stanford Medical School).  These probabilities are used when any diagnosis is deemed significantly likely (the 0.2 threshold), and are used to rank and combine drugs to most effectively treat all likely diseases.

Although the system has been deemed to be competent, there is an acknowledged problem with this uncertainty approach – as it is represented by an arbitrary numerical scale, rather than a symbolic representation.
Management of Time:
MYCIN often has to operate with missing data, because that data is time-dependent.  Often, particular blood or laboratory tests require too much time, and the patient needs immediate treatment.  Therefore, MYCIN employs heuristics and certainty factors in its problem-solving methodology to prune as much as the search space as possible (this also makes use of meta-knowledge and unity paths).  A typical consultation lasts a mere 20 minutes.
CATEGORY EIGHT

Knowledge Representation Method:
Knowledge is encoded as completely modular IF-THEN production rules.  Data is represented as premises, which take the form:





<predicate function><object><attribute><value>
Knowledge Representation Generality:
MYCIN is entirely written in Interlisp (LISP variant) – the control structures, production rules, and data are all encoded in this language, so that evaluation of production rules is a simple matter of calling the LISP ‘eval’ function.
Knowledge Structuring:
Knowledge in MYCIN has many structures – the patient data is simply a list of premises, the context tree is a hierarchy of hypotheses concerning infections, organisms, and drugs.  The rule trace is also a hierarchy; it is a particular instantiation of the systems production rules (which are also an implicit hierarchy).  All of these structures are directly related to the domain, in that they represent a logical organization of hypotheses (context tree) and reasoning (rule trace and production rule hierarchy).
CATEGORY NINE

Alternative Representations:
None.  All of the main programs in MYCIN (consultation system, explanation system, knowledge acquisition system) are designed to use the same representations of knowledge.
Alternative Solution Methods:
Unity Paths, the Preview Mechanism, and Meta-Rules.  MYCIN uses these three alternatives to its standard search methodology when the proper circumstances arise (usually based on the presence or certainty of data).  MYCIN will simply exhaustively evoke its rule hierarchy without these methods.  Unity Paths allow the system to skip some rules by directly traveling to a conclusion when a direct path exists with complete certainty (CF==1).  The preview mechanism allows the system to avoid reevaluation of rules, which saves time, but also varies the search depending on the available data.  Meta-rules can also steer the search in an appropriate direction based on available data to avoid searching inappropriate paths.
Optimization:
Does the system produce the best answer?  This is debatable.  MYCIN produces the best answer it can based on the data it receives, the certainty of that data, and the rules provided by experts.  MYCIN is not infallible, but it has been deemed highly competent by panels of non-Stanford experts based on reproducible experiments.
Multiple Results:
Given the exact same inputs MYCIN will always produce the same answers, so long as the production rules have not been modified by experts in the meantime.  If the certainty values differ on those inputs, then a different result is possible.  A consultation can produce multiple hypotheses and treatment suggestions, which will be ranked by certainty.  Additionally, a physician can request another result if they are unsatisfied, and MYCIN will generate a different result by removing the previous result from consideration (either in diagnosis or therapy selection) and restarting from the relevant context.
CATEGORY TEN
Interaction:
The system interacts with physicians via the consultation and explanation systems, which both use a natural language dialogue, based on rule translation templates.  Expert interaction occurs in a similar dialogue via the knowledge acquisition system and it is based on the same translation templates.  The translation templates are used to convert the rules into natural language (for output) and to convert natural language responses into rules (for input).  The system has a dictionary of synonyms for the domain terminology to ensure proper translation and a simple typo checker.
Data collection:
MYCIN does not require all data to be present, in either the production rules themselves, or patient data.  The system is designed to operate with incremental addition of rules, which can be expanded or corrected at any time by an expert.  At the beginning of the consultation, MYCIN controls the dialogue by asking questions about the patient.  As the search progresses, MYCIN will ask the user for relevant data that it may need.  If data is not available, MYCIN will use its heuristics to attempt to determine the data, or will simply consider it unknown.  Rules involving unknown data are ignored.
Data format:
Data is provided in natural language format by users, and is translated into LISP context data or production rules by the natural language templates.
Acquisition:
The system acquires knowledge from the expert users by querying them using a natural language dialogue.  This dialogue is guided by the system, based upon the search path it is currently exploring.  The knowledge provided is double-checked by a second-guessing approach, checking the input with expected values.
Learning:
Does the system learn from its own performance?  Only through the assistance of its users (physicians and experts).  MYCIN can only learn from its performance if experts add or correct rules, whereby it will reevaluate rule templates and possible expected responses.  It has no independent machine learning facility that is not steered by user interaction.
Explanation:
The system has the ability to explain where its results came from via the explanation system – which will explain how and why conclusions were reached (using the rules that were invoked), and will also explain more abstract queries (i.e. “Why didn’t you ask me about the portal of entry?”).  The explanations come from examination of the context tree, rule trace, and production rule hierarchy.  They are converted into natural language by simple templates.
CATEGORY ELEVEN

Strengths:
* Performance, competency, and usability (thanks to the translation templates and forgiving dialogue).  


* Design: using simple concepts in combination to create complex behaviors, multiple uses of encoded data and rules by subprograms (consultation, explanation, knowledge acquisition systems)
Weaknesses:
* Knowledge acquisition with an empty database, this does not appear to be a possibility through dialogue.

* Uncertainty methodology is an arbitrary numeric scale, should probably be symbolic.
Other:
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