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Introduction & Problem statement
The purpose of this project is twofold:–
1. To gain practical experience with programming and testing inter-process communication systems, and

2. To gain experience with synchronization and memory management in the Linux kernel.

In this project, you will implement a mailbox system within the Linux kernel that allows processes in separate address spaces to send and receive messages among themselves. An ancillary goal is to learn how to use kdb, the Linux Kernel Debugger.
Traditionally, Unix processes occupied separate address spaces and had no way to communicate with each other except via pipes, files, or segments of shared virtual memory. Although the invention of threads has mitigated this problem substantially, there are still circumstances in which processes need to retain the benefits of separate address spaces while enjoying a more friendly form of inter-process communication.
You mailbox system will allow processes to send messages to each other. These messages will be copied by the kernel into mailboxes which the receiving processes may read. To keep things simple, mailboxes will be of limited size, and each process or thread (i.e., task in Linux kernel terminology) may have only one mailbox. Any number of processes will be able to send messages to a mailbox, but only the mailbox “owner” will be able to receive them.
To test your mailbox system, you will need to write a test system in user space that sends messages randomly, receives replies, and keeps track of what was sent and received.
It is suggested but not required to sketch out the mailbox implementation in user space, and then transfer that implementation into kernel space. Each mailbox will be a Producer-Consumer model with many producers and one consumer.
Mailboxes and Messages
This part of the project is the design and implementation of the mailbox facility itself. Your goal is to create an interface and implementation in C that defines the concept of message and mailbox and provides routines that operate on them.
Mailboxes
A mailbox is an abstract object capable of containing a number of messages of fixed maximum size and of undefined structure. A mailbox may be created with the function
int CreateMailbox(int msgSize, int maxMsgs, long* mboxID);
This creates a mailbox associated with the Linux task. It returns the identity of this mailbox in the long integer pointed to by mboxID. This should be regarded as a random number, not the process or task ID. The mailbox may hold no more messages than indicated by maxMsgs. Each message in the mailbox occupies a fixed amount of space indicated by msgSize, but the length of any particular message may be smaller. An error should be returned if the task already has a mailbox.
A task may delete its mailbox by calling

int DeleteMailbox(void);

This removes the mailbox from use. An error should be returned if the task does not have a mailbox to delete. In addition, an error should be returned if the mailbox is not empty. Note that if a task deletes its mailbox and then creates a new one, a different mboxID is returned, so as not confuse the new mailbox with the old one.
A task may manage its mailbox by calling

int ManageMailbox(int fcn, int* result);

where fcn has one of the following values:–

1. STOP — stop receiving messages. Any attempt to send a future message to this mailbox results in an error to the sending task.
2. START — start receiving messages. This is only valid after a previous STOP. A newly created mailbox is automatically STARTed.

3. COUNT — return the number of message still in the mailbox in the integer argument pointed to by result. This is useful in determining the number of messages needed to be read before deleting the mailbox.

If you discover the need for any additional management functions, please share this discovery with the class.

Note that a mailbox should be implemented as a Producer-Consumer system with multiple producers and one consumer. This requires semaphores or other synchronization primitives to force a sender to wait if the mailbox is full and to force the receiver to wait of the mailbox is empty.
Messages
A task may send a message to another task if it knows the mboxID for that task. It may learn this ID from another message or from an argument passed when the task was created. To send a message, the task invokes
int SendMsg(long toID, void* msg, int len, boolean noBlock);
The argument toID is the mboxID of the recipient. The argument msg points to a string of uninterpreted bytes of length len. If the argument noblock is FALSE, then the calling task will block if the mailbox is full; the invocation of SendMsg will eventually return when the mailbox is no longer full, and the message will have been sent. If noblock is TRUE, then the calling task will return an error code if the mailbox is full; in this case, the message will not have been sent.
To receive a message and remove it from its mailbox, the task invokes
int ReceiveMsg(long* fromID, void* msg, int* len, boolean noblock);
The mailbox identity of the sender is returned in the long integer pointed to by fromID. The area pointed to by msg must be an array of bytes of msgSize in length (see CreateMailbox). The actual length of the message is returned in the integer pointed to by len. If the argument noblock is FALSE, the ReceiveMsg call blocks if the mailbox is empty and does not return until a message has been received. If the argument noblock is TRUE, then ReceiveMsg returns an error if the mailbox is empty. Messages are received from the mailbox in FIFO order.
It will be appreciated that the mailbox implementation must append both the mboxID of the sender and the actual length of the message to each message in the mailbox. For debugging purposes, it may be useful to also append a timestamp to each message.

Error codes

Your system should define error codes for all conditions that can go wrong, including

· Mailbox full on a non-blocking send.

· Mailbox empty on a non-blocking receive

· Invalid mailbox ID, Mailbox has been stopped and is no longer receiving messages, and a message is too long, in the case of sending a message
· No mailbox, in the case a task is trying to delete or manage its mailbox
· Mailbox not empty, in the case a task is trying to delete its mailbox

· Invalid arguments to any call — e.g., a message area or pointer to a return value than cannot be read or written by the kernel

· No sender ID — i.e., a task is trying to send a message but does not have its own mailbox to receive a reply

· Any other errors as needed

Implementing Mailboxes in the Kernel
Access to the mailbox facility should be implemented in a library routine that operates in user space and that invokes the kernel to actually transfer the messages. It is recommended to use one system call for all mailbox functions.
Memory allocation

Memory within the kernel should be obtained from the slab allocator in linux/slab.h. Small data structures may be allocated using kmalloc() and kfree(). These work much like malloc() and free() in user space, but kmalloc() has some additional flags. Memory allocated by kmalloc() is guaranteed to be in contiguous physical pages, but this guarantee is not needed by this project. An alternative allocator is vmalloc(), which only reserves pages that are contiguous in virtual memory. This is less demanding upon the kernel and system, but it turns out that vmalloc()is slower.

Messages themselves should be contained in a cache implemented by the Kernel as a set of slabs. A cache can be created by
kmem_cache_t* kmem_cache_create(const char* name, size_t size,

size_t align, unsigned long flags, NULL, NULL);
This function returns a pointer to a cache object. The first argument name points to a string containing the text name of the object, and the second argument is the size of each element in the cache (i.e., msgSize plus whatever overhead is needed for links and for storing the sender ID and the actual length of a message). The next two arguments, align and flags, may be zero. The last two arguments are for constructors and destructors to create or delete slabs within the cache; setting these to NULL causes the kernel to use the default constructor and destructor.
To destroy a cache, the kernel uses

int kmem_cach_destroy(kmem_cahe_t* cachep);

The caller must ensure that all slabs in the cache are empty and that no one accesses the cache during and after its destruction.

After a cache has been created, an object is allocated from the cache by

void* kmem_cache_alloc(kmem_cache_t* cachep, int flags);

This returns a pointer to a cache object of size bytes, where size was specified when the cache was created. For flags, the value GFP_KERNEL is probably what you want. To free the object, use
void kmem_cache_free(kmem_cache_t* cachep, void* objp);

This returns the object pointed to by objp to the cache for subsequent reuse.

Sharing Caches

Ideally, multiple mailboxes with messages of the same size should share a cache. This should be straightforward to do, but it is recommended that the problem of implementing a shared cache be separated from the problem of getting the kernel implementation of the mailbox to work at all. Therefore, the implementation of a shared cache will be worth an extra credit of 10%.

In a shared cache environment, CreateMailbox must obviously check for an existing cache containing one or more mailboxes with messages of the same size. If such a cache exists, a new one should not be created. Instead, the mailbox data structure should point to the existing cache and use it. A reference count should be associated with the cache data structure so that a task knows whether to delete the cache when it deletes its own mailbox.
Synchronization

The Linux kernel has a number of synchronization primitives available for different purposes. The simplest are the atomic integer operations defined in asm/atomic.h. These allow you to set, add, subtract, increment, decrement, read, and test variables of type atomic_t without interruption – i.e., atomically.

More practically, you will use spinlocks and semaphores. Spinlocks are defined in asm/spinlock.h. A spinlock can be used to protect a critical section as follows:–

spinlock_t mr_lock = SPIN_LOCK_UNLOCKED;

spin_lock(&mr_lock);


/*
critical section 
*/

spin_unlock(&mr_lock);

The kernel can hold a spinlock on behalf of only one task at a time, so that at most one thread can be in the critical section at any give time. A spinlock protects against the problems inherent in multiprocessor systems, so even if two tasks were running on separate CPUs, the spinlock would protect the critical region. Spinlock should be used only for code that executes quickly and exits the critical section. It should not be used for code that sleeps.

If a task may need to go to sleep for a long time — e.g., while it is waiting for an external event such as the sending of a message by some other task — then a semaphore should be used. These are defined in asm/semaphore.h. This defines the structure struct semaphore, which may be allocated statically or dynamically. For mailboxes that are created dynamically, you probably want dynamically created ones initialized by

sema_init(sem, count);

where sem points to your semaphore structure and count is its initial value. Functions for operating on semaphores include
down(struct semaphore* s):
down_interruptible(struct semaphore* s);
down_try_lock(struct semaphore* s);
up(struct semaphore* s);
Termination of Task

An important component of terminating a task must be to close and delete any mailbox that the task owns. Because the mailbox occupies system resources, the system must recover those resources before that task can be permanently deleted.

The bulk of the work of terminating a task is contained in the function do_exit() in kernel/do_exit.c. You will need to modify this code slightly to check whether there is an existing mailbox and, if so, to delete it and all of its messages. The typical way to handle this is to include a terminate_task function in your mailbox implementation that checks for the existence of a mailbox and does the necessary work. Then add a call to this function in do_exit at an appropriate location.
Testing your Message System
Testing an interprocess synchronization system is difficult. In some previous terms, students were asked to create multiple processes or threads to add up numbers or to do a matrix multiplication in parallel (see Silbershatz, pp. 236-241). This turned out to be too simple and did not flush out the typical mistakes and problems that occur when building such a system.
Last term, we tried to build a distributed Game of Life to more thoroughly exercise the message passing system. This proved to be adequate in exposing the kinds of problems that occur in synchronization systems, but the complexity of the Game itself made the project too difficult.

Therefore this term, we leave it up to the student to develop a test program that stimulates the message passing system. Such a program should fork a number of processes, passing its own mailbox ID to each one. Each forked process should create its own mailbox, and then send the mailbox ID of that mailbox back to the parent. 

The parent should then randomly sleep and read messages. It should forward mailbox IDs of its children randomly to other children so that they can exchange messages with their peers. Each child process should also randomly sleep, read messages, and send messages. When sending a message, a process should make a record of that message so that it can determine whether it has received a reply. When a process receives a message, it should sleep a small, random amount of time, and then reply back to the sender.

The general idea is to get lots of messages going back and forth to stress the message system. However, to debug the test program, it is useful to send and receive messages in a simple, controlled way at first, before expanding to more complex patterns of communication. 

Submission of Project

This project is NOT a team project; it is to be done individually. However, students are encouraged to share experiences regarding the kernel implementation with each other.
Your submission should include
1. A patch file for the kernel implementation of the message system
2. The test program and a makefile for building it and the library interface
3. Results of test runs
4. A write-up (preferably in Word format) explaining your system and results.
Be sure your name is on every file.

The project should be submitted via the web-based turning program at

http://turnin.cs.wpi.edu:8088/servlets/turnin/turnin.ss
For purposes of turnin, this assignment is project3.
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