CS 502 Operating Systems
WPI, Fall 2006
Hugh C. Lauer
Project 2 (40 points)
Assigned: Monday, September 25, 2006
Due: Monday, October 16, 2006
Introduction

This project is intended to introduce you to working inside the Linux kernel. In your virtual machine, you will

· set up an environment for building and installing the Linux kernel, and 
· modify the kernel to add a new system call and demonstrate that you can use that system call.
You will create a kernel patch to submit your results.
Preparation

Prior to the start of this project, you must have set up and become familiar with your virtual machine and SUSE Linux version 9.3. If you have not already done so, do this immediately. There are several options:–

1. Make a copy of the virtual machine on VMware Server on csopt4.wpi.edu and use VMware client to access and control it, as described here:– .doc, html.

2. Run a copy of a virtual machine distributed in class or on-line and on your own PC (or Macintosh capable of running Windows programs) using VMware Player, a freely downloadable software package, as described here:– .doc, html.
You may also run this copy of the virtual machine on VMware Workstation or some versions of VMware Server at your place of employment.

3. Create your own virtual machine on VMware Workstation, some version of VMware Server at your place of employment, or on some other virtual environment (such as Macintosh Parallels), or on any hardware system that you can control, using the general guidance for installing SUSE Linux 9.3 described here:– .doc, html.

This project is partly based on the project described in pages 74-48 of the textbook Operating System Concepts, 7th edition, by Silbershatz, Galvin, and Gagne, and it is partly inspired by a similar project in Computer Science course W4118 at Columbia University.
Part 1: Building and Installing the Kernel (10 points)
Setting up your Kernel Development Directory 
Kernel sources are already be installed in the directory /usr/src on your virtual machine. If you list this directory, you will find at least two versions of Linux kernel, perhaps more — for example
linux-2.6.11.4-20a
linux-2.6.11.4-21.13
linux-2.6.11.4-21.14

You will note that the link /usr/src/linux points to the latest version. Be sure to note which version this is. You will also notice that when you are logged in as an ordinary user (i.e., not root), you do not have write-access to the sources. This is a good thing, because it is far too easy for even the most experienced kernel hackers to mess up the tree of kernel sources by editing it directly.

Instead, you will clone the original source directory by making a linked copy of the kernel tree in your own directory. This is a subdirectory in which every file is hard-linked back to the same file in the original kernel tree, so no extra disk space is consumed. Only the directories themselves are replicated (think about why that is). To create a clone of the kernel tree, execute the following commands in a command shell
cp –al /usr/src/linux-2.6.11.4-21.14 kernel_part1

To make changes to any files in your kernel tree, it is necessary to unlink individual files and replace them in the tree. If you use EMACS or the patch program to make the changes, this is done automatically. That is, these programs make their changes in a (hidden) copy of the file, and then they delete the original and move the copy into its place. This has the effect of breaking the Linux hard link and making the appropriate entry in your kernel tree point to the changed file. 

Most other editors — including vi, eclipse, and the visual editors in KDE — simply try to write the changes back to the same file. Not only is this fragile (you could get a corrupted file if the system crashes in the middle of the write), but it is also a violation of file permissions when you are not running as root. Instead, whenever you want to edit a file — for example, syscall.h — first move it aside to a “backup” file, say, syscall.h~. Next, edit this backup file and save it as the original. The save also has the effect of breaking the hard link. Finally, “delete” the backup file using the rm command. This removes the hard link in your directory, but because there is still another pointer to the file in the original directory, the file itself does not go away; the original source tree is unchanged. 
This may seem like a pain in the neck now, but you will be glad in the long run for the time saved, the safety factor, and the ability to keep track of your small changes amidst the vast number of files in the kernel.
Configuring the Kernel
The method for compiling the kernel has changed from version 2.4 (the method documented in the Silbershatz text) to version 2.6 (the version you have now). Among other things, it has become simpler and cleaner, and it has a graphic interface for configuring the kernel. There are basically three steps – update the configuration, make the kernel and the kernel modules, and install them. You should do the first two steps under your ordinary user identity (i.e., without root privileges). You will do the third with narrowly constrained root privileges via the sudo command.
First, you need to update the configuration. In a command shell, change to your kernel directory and execute the command
make xconfig
This will bring up a graphic window to walk you through the configuration process. It reads information from your kernel directory and then populates a set of configuration options in the graphic interface. The window looks something like this:–
[image: image1.png]Fie Opton Help.

©SE |

ode maturiy level aptr Promp for development andior ncomplete codeldrivers.
© General setup Select only drivers expected to comple cleanly
CIConfigure standrd kernel featurez (for small systems)
Loadable madule support
Processor type and features
Firmware Driers
Power management optons (ACPI, APM)
ACPI (Advanced Confguration and Power Infeface) Support
APM (Advanced Power Managemen) BIOS Support
CPU Frequency scaling
Bus options (PC, PCMCIA, EISA, MCA, I54)
PCCARD (PCMCIAICardBus) support
PCI Hotplug Support
Executable fie formats
Device Drvers
Generi Driver Optans
© Memory Technology Devices (MTD)
RAMIROM/Flzsh chip drvers:
Mapping drvers for chip access.
Self-contained MTD devie drivers
NAND Fiazh Device Drivers
Parailel portsupport
Plug and Play support
Black devices
10 Schedulers
ATAATAPUMFMIRLL support
SCSI device zupport
014 CD-ROM drivrs (not SCS1. ot IDE)
Mult-device support (RAID and LVM)
Fusion MPT device support
IEEE 1394 (FreWire) support
120 device zupport
Networking support
| Amateur Racio support
© BINDA (infared) subsystem support
Infrared-port device drivrs
© EBluetaotn subsystem support
Blustooth device drivers.
1SDN subsystem
Telephony Support
© Input device support
Hardware 10 parts

© Character devices: E

Sera arvers
748 1auer@inuxc-rhernel-21.14 - Sheil

Code maturity level options





(Yes, the tiny font is hard to read, both in this document and also on the screen.) 

At this point, you do not have to change the configuration very much. However, one tiny change is important. In the left panel, click the second line labeled General setup. The top right panel then presents a number of set up options. It looks like this:–
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Double click on the top line in the right panel — i.e., the line beginning with the words “Local version”. A one-line edit window will appear at the bottom of the same panel giving you the opportunity to edit the string “-default”. Replace this with something to identify your kernel — e.g., your name and the project name. When you install the compiled kernel and reboot, the string will appear in the boot menu at start-up time to identify your kernel.

You don’t need to make any other changes at this time.
 Simply invoke Save from the File menu and exit. This writes a new .config file at the root of your kernel tree.

In the future, if you don’t wish to change the configuration, you should execute

make oldconfig

This captures the previous configuration file. You should get in the practice of doing make xconfig or make oldconfig everytime that you rebuild the kernel. Among other things, the configuration process resolves all of the dependencies among kernel files and selects those that are needed for a particular build.
,
 Never, ever try to edit the .config file yourself!
Making and Installing the Kernel
You are now ready to build your kernel. To do this, simply type the command
make > make-out.txt
to a command shell. It helps to pipe the output to a file so that you can examine it later.

On a virtual machine running on csopt4, the make operation takes about forty minutes, depending upon what configuration options have been chosen. On a 3-GHz Windows XP system running VMware Workstation, it takes about an hour. A lot of time is spend building the kernel modules — i.e., the parts of the kernel that are dynamically loaded at boot time or run time in response to particular features and devices installed in the machine. The result is a boot image file called bzImage located somewhere in your kernel tree, plus a bunch of kernel modules. (You actually don’t need to know where they are.)
Next, you have to install the newly built kernel and modules. This installation is somewhat automated on SUSE Linux
. Therefore, you do not have to copy the boot image anywhere, as indicated by the textbooks. Instead, you simply type the command
sudo make install modules_install
to your command shell. Installing the kernel and the kernel modules is the one part of the process that requires root privileges. The sudo command provides these privileges for one command only. It will ask you for the root password before executing the command.
SUSE Linux uses grub, the Grand Unified Bootloader, to manage the booting process. In principle, you do not need to edit the configuration files for grub. However, it seems that the installation process makes your kernel the default, whether you want it to be or not. (It also appears to mess up the grub configuration slightly, something we will deal with below.)
Booting your Kernel and Controlling the Boot Configuration

After you install your new kernel, you should reboot. You will get a boot screen something like the following:–

[image: image3.png]Linu
SUSE LINUX
Floppy

SUSE LINUX 9.3 (Failsafe)
Hemory Test

ernel-21.14

Boot Options

F1 Help F2 English




Notice that a new line has been added for boot choices, namely your newly built kernel. If you click in the boot window, and use the up- and down-arrow keys, you can control which kernel or system to boot. If you try booting one of them and it fails, you can recover by booting from another.

When you have successfully booted and logged in, you can find out which kernel you are running by typing the following command in a shell:–

uname -a

This will print out the actual identification of the kernel, as built. It contains the string from the “Local version” field of the configuration process that you set above. 
The booting configuration information is stored in the text file /boot/grub/menu.lst. There are many ways and a number of tools for managing this configuration file; for this project, we will use YaST. Invoke YaST from the K-menu and provide the root password when asked. In the left panel, select “System,” and in the right panel, select “Boot Loader Configuration.” You should get a screen resembling this:–
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By double clicking on an item, you can edit that individual item. Alternatively, you can edit the configuration files directly. At this point, you probably do not know what you need to do, and a cookbook recipe would not be practical or educationally useful. You will have to begin experimenting and exploring.
Two Problems

During my own experimenting, I found two problems. First, selecting the default SUSE Linux 9.3 resulted in my kernel being loaded, not the original kernel that came with the system. Second, when I explicitly tried to select my kernel from the list, it failed to boot and raised a kernel panic.

It turned out that the first problem had nothing to do with the boot configuration. Apparently, the make install command changes two symbolic links in the /boot directory. These links are initrd and vmlinuz, and they should point to the default SUSE Linux kernel. The make install command changes them to point to the kernel being installed, an apparent flaw in the design of the command. I found it necessary to restore these links manually to their original values before attempting to reboot.
The second problem also turns out to be an apparent bug in make install. This installed the initrd file for the new kernel in the /boot directory, but it forgot to add an initrd entry to /boot/grub/menu.lst. I had to do this in YaST by copying and editing the initrd entry from another kernel.

Extra Credit (5 points): Find the source of these two problems in the build system and fix them. Consult Documentation/kbuild/makefiles.txt in your kernel tree for more information about the structure of the make process.
Creating a Patch

The normal way to distributed changes to kernel source tree is to create a patch file — i.e., a file that describes the differences between the original and the modified tree. If you modified a kernel to change only a few lines, or even just the name, the patch file should only contain a few lines. A patch is created using the diff program. Another person can then apply the patch file using the patch program to the same kernel tree and create the same result. You can read about the diff and patch programs in the online documentation for Linux.
Suppose that you started with a source tree in the directory linux-2.6.11.4-21.14 and that you made your changes in the cloned directory my_directory. 
First, back up the file .config of the cloned directory, and then execute the following commands:–
cd my_directory
make distclean
cd ..
diff –urN /usr/src/linux-2.6.11.4-21.14 my_directory > patch1
This will create the patch in the file patch1. (Note: always make the patch  immediately outside your modified kernel source tree directory. This way, someone else can apply the patch, even with different directory names.)
Suppose now that ~/other_directory is an exact copy of linux-2.6.11.4-21.14; executing the following commands will update it to be the same as my_directory:
cd other_directory
patch –p1 < ../ patch1
(Note that you apply the patch inside the directory you are patching; the –p1 argument removes one directory level, so that patches remain independent of actual directory names.)

For this stage of your project, you will notice that patch1 is quite large. This is because the configuration step made a number of changes to your source tree, and these are captured in the patch file.
Submitting Part 1

For Part 1 of this project, submit the file patch1 and note which version of the kernel you used as a starting point.
If you choose to do the extra credit part above, make those changes before creating patch1.
For purposes of pacing yourself in this assignment, you should have completed Part 1 in the first week. If proves to be is too difficult, please let the instructor know.

Part 2: Adding a System Call (10 points)
We are now ready to modify the Linux kernel by adding a new system call. This part of the project is essentially as described on pages 76-78 of the Silbershatz textbook, but the details are different. You should make a clone of your kernel tree from Part 1 of this project by using the linked copy command
cp –al kernel_part1 kernel_part2
where you have substituted the names of your directories for Parts 1 and 2.

The system call that you will add simply puts a message in the log saying that it was called, and then returns. It uses the printk() function, the kernel equivalent of printf().

· Edit the file called kernel/sys.c. Add the following two lines to the top of this file:–
#include <linux/linkage.h>
#include <linux/kernel.h>
and the following lines to the end:–

asmlinkage int sys_helloworld() {

printk(KERN_EMERG ″Hello, world!″);

return 0;
}

This is the entire program to implement this system!

· Edit the file unistd.h in the directory include/asm-i386 to define a new system call number for __NR_helloworld. You will see a list of other system calls; your entry should follow the same pattern. Also increment the value in ​​NR_syscalls. The number of your system call should be one greater than the highest number in the file. Since systems calls start at zero, the total number of system calls will be one greater than your system call number.
· Edit the file entry.S in the directory arch/i386/kernel to create an entry point for your system call. About two-thirds of the way down the file, you will find a list of entry points of system calls. Add the line
.long sys_helloworld

to the end of this list. It is essential that this list be maintained in numerical order.

Rebuild and install the kernel with these changes. Be sure to change the kernel version string in the configuration utility.
To test your new system call, write the following simple program in user space:–
#include <errno.h>
#include <sys/syscall.h>
#include <linux/unistd.h>
#include <stdio.h>

#define __NR_helloworld
288
/* or whatever you set it in unistd.h */

_syscall0(int, helloworld);

main () {

printf(“The return code from the helloworld system call is %d\n”, helloworld());
}

The ​syscall0 macro creates the function helloworld, which is just a trap to the kernel to invoke your newly created kernel function. (If your system call takes n arguments, you would have used the syscalln macro.)

Running this program should generate a kernel message with severity KERN_EMERG. The syslogd daemon puts these messages into the circular log file /var/log/messages. You need root privileges to read this file.

Submitting Part 2
To submit the results from this part of the assignment, create a file patch2 that reflects the differences between this kernel and the one you created for Part 1. Also include a copy of your test program and report that you have seen the message generated by your system call.
As a matter of pacing yourself, you should complete this part by the end of the second week of the assignment. Please let the instructor know if you have been unable to keep this pace.
Part 3: Getting Process Information (20 points)

In this part of the assignment, you will create a system call that gets some useful information about the current process. 
 Comprehensive information on implementing system calls is provided in Chapter 5 of Linux Kernel Development, 2nd edition, by Robert Love.
The function prototype for your system call will be 

int getprinfo(struct prinfo *info);

where *info is a data structure in user space where your system call will put information about the process. The system call will return zero if successful or an error indication if not successful. The structure prinfo is defined as follows:–
struct prinfo {

long state;


/* current state of process */

long nice;



/* process nice value */

pid_t pid;



/* process id */

pid_t parent_pid;

/* process id of parent */

pid_t youngest_child_pid;
/* pid of youngest child */

pid_t younger_sibling_pid;
/* pid of younger sibling */

pid_t older_sibling_pid;
/* pid of older sibling */

unsigned long start_time; 
/* process start time */

long user_time;


/* CPU time spent in user mode */

long sys_time;


/* CPU time spent in system mode */

long cutime;


/* total user time of children */

long cstime;


/* total system time of children */

long uid;



/* user id of process owner */

char comm[16];


/* name of program executed */
};

If the calling process does not have, say, a youngest child or any siblings, then return -1 in the corresponding fields.

Create a new file include/linux/prinfo.h for this definition. Your file will have to include the file include/linux/types.h for the definition of pid_t. 
Implementation

Before you attempt to implement your system call, you should look at the implemenations of the getuid and getpid system calls to provide guidance. These can be found in the file kernel/timer.c. Here are some things you should know:–

· Almost all of the information you need to fill in the fields of a prinfo structure can be found in the structure the task_struct, defined in include/linux/sched.h. Study this structure carefully! Some of the information is obtained by following pointers from task_struct, for example, to child or sibling processes. If a process has no children or siblings, these pointers will be null.
· The file include/asm/current.h defines an inline function that returns the address of the task_struct of the current process.

· Every system call must check the validity of the arguments passed by the caller. In particular, kernel code must never blindly follow a pointer provided by a caller in user space. Fortunately, the kernel provides two functions that not only check the validity but also transfer that information between kernel space and user space. These functions are copy_from_user and copy_to_user. You will need to use the latter. For example, if you have accumulated the information in a kernel structure called

struct prinfo kernel_info;

then you can use copy_to_user as follows:–
/* copy prinfo from prinfo_buf to area supply by caller */
if (copy_to_user(info, &kernel_info, sizeof(prinfo))


return –EFAULT;
where EFAULT is an error code defined in include/asm/errno.h.

The copy_to_user function returns zero if the info argument provided by the caller is valid and the copy is successful, but it returns the number of bytes that failed to copy in case of an error.  

· You don’t need to worry about page faults in the user space or about blocking and/or pre-emption by another process. Your system call operates in something called process space. It has access to both kernel and user data, and it is capable of taking page faults, being pre-empted, or going to sleep without affecting the kernel or other processes.
· You need to install you system call in the appropriate places in unistd.h and entry.S, as you did in Part 2 of this assignment. You may replace your helloworld system call for this purpose.
Ideally, you would implement your new system call in its own file called prinfo.c. However, this entails figuring out how to modify the Makefiles of your kernel tree so that your new file gets compiled and linked into the kernel. As an alternative, you may add your implementation to kernel/timer.c.
Testing your System Call

Write a simple program that calls getprinfo patterned after the one you wrote for testing your helloworld call in Part 2. Your program should print all of the information returned in the prinfo structure for the calling process. Run it several times; also run it from several different shells. Also include options that supply null and invalid pointers to the system call and show what happens. Note which fields change from run to run and which fields do not. In your write up, discuss why some things change and how frequently they change.

We are not yet introducing KDB, the Kernel Debugger, to this class. For debugging your system call, use the printk() function that you used in Part 2. You may see this information in the log file /var/log/messages.
Submitting Part 3

To submit this part of the assignment, create a patch file patch3 that describes the differences between this part and the kernel you built in Part 2.

Also submit your test program and some same test results of invoking your system call more than once.

Finally, include a write-up describing your tests and how the information returned by your system call changes from run to run.

Extra credit (5 points): Figure out how to implement your system call in its own file called prinfo.c and modify the Makefiles to build and link this file into the kernel. Do this before creating the patch3 file.
General Notes on Submission of this Assignment
Be sure to put your name at the top of every file you submit and/or at the top of every file that you edit!

Submit your assignment for grading as directed in class. We will use the web-based turnin tool developed by Professor Fisler’s group. A brief introduction can be found at

http://web.cs.wpi.edu/~kfisler/turnin.html
and access to the turnin system itself can be found at


http://turnin.cs.wpi.edu:8088/servlets/turnin/turnin.ss
For purposes of turnin, this assignment is project2. 

Your submission should include

1. …
2. …
Do not put separate parts of the assignment in separate folders or specify separate makefiles for them. Do not zip everything together into a zip file.

Individual Assignment

This is an individual project, not a team project. Each student should submit his/her own work, not copies of jointly developed code. 

Nevertheless, if you are puzzled or unsure of some aspect of this assignment, you should consult your friends, colleagues, or the instructor to help clarify your understand or derive an approach to the problem.
� 	The virtual machine distributed for option 1 is not the same as that for option 2.


� 	Incidentally, the source trees of various versions of the Linux kernel are hard-linked copies of each other. That is, the directories are replicated in each tree, but only the different files are populated in any give tree. When you update the kernel using the YaST online update facility, the kernel source tree is correspondingly updated.


� 	If you are adventurous, you may scroll down the left panel to “Kernel hacking” and also select this item. It will be useful for KDB, the kernel debugger. However, we won’t use that for this assignment.


� 	There are other forms of the configuration utility, including one called make menuconfig, which tediously goes through the entire configuration process in a text window with a question and answer session. See Robert Love’s book entitled Linux Kernel Development.


� 	If you had built Linux kernels for earlier versions, you may remember a step called make dep; this is no longer necessary, as the make xconfig step resolves the dependencies itself.


� 	The textbooks lead me to believe that the installation process is not so automated in most versions of Linux.


� 	This part of the project, including the function prototype and the structure definition, is borrowed from a project assignment by Prof. Jason Nieh at Columbia University.
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