Summary:
[bookmark: _GoBack]The paper presents a technique (called PREDIcT) for estimating the cost of iterative jobs/algorithms in a distributed setting. The proposed technique estimates the number of iterations to be performed by the iterative algorithm until convergence as well as estimating the computational cost per iteration.  
 
Strong points:
	--Address a real challenge in Hadoop platform where the current scheduling policy may not be fair to small jobs
	--The paper is well written and the proposed algorithms are clear  

Weak Points:
	-- No talk about fault tolerance and how it is affected by the proposed scheduling protocol.
	-- Delegating the context switching to the operating system is not justified enough

Comments:
 C1: The paper addresses a real problem in Hadoop environment where the shipped scheduling policies in Hadoop (either FIFO or Fair) may not achieve fairness and efficiency at the same time. 

C2: In the proposed HFSP protocol, when a preemption happens, the algorithm delegates the task of context switching to the operating system. It is not clear that is the best solution. Did the authors thought about other possibilities? Usually when the context switching is controlled by Hadoop, then more optimizations can be done. The authors should elaborate more on this point and discuss the pros and cons of each choice. 

C3: In Page 6, the first equation, it should use Pi,j  instead of Pk.

C4: The authors should address the fault tolerance of Hadoop and it works under the new scheduling protocol. This part is totally overlooked.
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