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Abstract

PANTS Application Node Transparency System (PANTS) is a suite of programs designed for a Beowulf cluster of Linux computers that provides automatic and transparent load sharing of processes.  A drawback of PANTS is that it lacks support for distributed inter-process communication (IPC). The DIPC (Distributed IPC) package enhances already existing IPC methods to be applied over a network. We integrated DIPC on our cluster with PANTS to provide this functionality. Together, these two packages extend the range of applications to benefit from a Beowulf cluster while not sacrificing performance.
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1 Introduction

A Beowulf Cluster is a networked group of low-cost, personal computers running an 

open source operating system [1].  Being a relatively inexpensive alternative to supercomputers, a Beowulf is designed to handle large-scale parallel programs.  In the past few years, a program called PANTS (PANTS Application Node Transparency System) was developed at WPI to provide automatic and transparent load sharing on a Beowulf cluster [5]. PANTS transfers processes from heavily loaded nodes, called busy nodes, to lightly-loaded nodes, called free nodes. PANTS simplifies the programming of distributed applications for a Beowulf cluster because applications that were not originally intended for a cluster can be executed there.  PANTS handles the process migration transparently for the programmer.  

PANTS is comprised of two main parts: the PANTS Daemon (PANTSD) and the remote execution engine PREX (PANTS Remote Execute). PANTSD runs in the background on every machine in the cluster in order to monitor up-to-date system status. A leader node is determined when PANTSD is started. This leader keeps track of all the free nodes in the cluster and responds to requests from PREX for these free nodes. Communication between the leader, nodes, and PREX is done through multicasting. Upon invocation of a multi-process application on a Beowulf, PREX intercepts the execution call of each process. PREX checks to make sure the process is migratable, determines if the local machine is busy, and if so, requests the address of a free node from the PANTS leader. The leader responds with the address of a free node for PREX to migrate the process. The process is then sent via remote shell to the available machine and execution takes place. The results are then piped back to the machine that initiated the request. 

One of the main problems with the previous version of PANTS is the lack of inter-process communication (IPC) methods.  Communication between processes is only provided through stdin and stdout using rsh and pipes. Other IPC methods (shared memory, semaphores, message passing) would not work after migrating a process. This is because before migration, IPC is handled by the kernel on the local machine and will not know that the process has been moved to another machine. Extending IPC methods on our cluster would make it more powerful and allow a larger range of applications to used.    


The main goal of our MQP was to broaden the functionality and performance of PANTS by extending IPC in the cluster.  To accomplish this goal we chose to implement the DIPC (Distributed Inter-Process Communication) package on our Beowulf cluster. DIPC supplies shared IPC services to distributed applications [11]. 

 
DIPC provides these shared IPC services practically transparently; the user uses normal System V IPC procedures (with very few modifications).  DIPC modifies kernel IPC structures, and utilizes a user space daemon which works together with the kernel. DIPCD (The DIPC Daemon) is responsible for decision making, managing requests for data, and transferring that data from one machine to another in the cluster.  When needed, DIPCD can communicate with the kernel modifications of DIPC. 

DIPC requires that a static referee be established in the cluster. This referee exists to maintain order in the DIPC cluster. If a process requests access to a remote IPC structure, it must first locate the machine that the structure is on. Upon finding the machine that contains the IPC structure wishing to be accessed, the referee will return this information to the requesting process.  At this point the referee is out of the loop and the two machines are free to communicate with each other.  

   After installing DIPC on our Beowulf cluster, we tested its integration with PANTS two different ways. First, we modified a PANTS benchmark called Bigsum to use DIPC message queues instead of pipes. Inversely, we took a DIPC benchmarking program and modified it to use PANTS to migrate the processes within the benchmark, rather than moving the processes by hand (using rsh).


We believed that the addition of the DIPC package would provide greater functionality without altering the performance of the cluster. After examining the results of our testing, we found our predictions to mainly be correct. There were minor (almost negligible) performance losses with the modifications to the PANTS benchmark Bigsum. The DIPC benchmark produced the same results when run with and without the use of PANTS .

The following document is a detailed account of our project, including background information, our procedures, analyses, and conclusions. Chapters 2 through 4 provide a description and history of Beowulf clusters (including our cluster), the PANTS program, and the DIPC package; we feel this information is necessary for understanding all facets of the project. Chapter 5 gives an account of the measures we took to accomplish the goal of the project – extending Inter-Process Communications methods in our Beowulf Cluster. Also included in Chapter 5 are the results of these procedures. Chapter 6 presents our conclusions and the final summary of the completed project while Chapter 7 gives recommendations for future work. Supplemental information for the project is provided in the Appendices.

2 Beowulf Clusters

A Beowulf is a collection of (typically) low-cost, off-the-shelf personal computers (nodes) networked together in a LAN via Ethernet. The mission of the Beowulf Project is to build an inexpensive, scalable high-performance parallel computing engine out of common PC’s [1].

2.2 History and Current Implementations

NASA was the organization that stepped forward and created the first practical and efficient Beowulf Cluster.  They needed to obtain a system that could store at least 10 gigabytes of data, provide fast access to secondary storage, load it quickly to the display, and achieve nearly 1 Gigaflops, or 10 to the 9th floating point calculations per second, at top performance.  All this had to be achieved for under fifty thousand dollars.  At the time a machine that would meet these requirements would have cost NASA approximately five hundred thousand dollars [14]. What NASA hoped to achieve had only been accomplished previously by supercomputers. Supercomputers are defined as the fastest, most powerful computers in terms of CPU power and I/O capabilities. [17] They are, by their nature, very expensive to develop, maintain, and program.  

In early 1994, a prototype of four machines was established to prove that the theory could work in the real world.  Later this year the first Beowulf Cluster came into existence.  It was named, Wiglaf, in honor of Beowulf’s personal sidekick.  The cluster consisted of sixteen nodes each running Intel 486 processors at clock speeds of 66 MHz.  Although the problems that the cluster could handle were limited it was able to compete with supercomputers running similar applications.  At top speeds the system achieved 74 Mflops.  A second generation Beowulf cluster, named Hrothgar after the King of the Danes, replaced Wiglaf in 1995 [18].  


In the following years, beowulf clusters began to pop up in many groups throughout the country.  In 1995, third generation Beowulfs were used at Jet Propulsion Laboratory and Los Alamos National Laboratory.  These systems were able to break through the 1 Gflop mark and achieved the Gordon Bell Prize for price/performance issues.  Beowulf systems were soon created on different architectures.  In 1999, a cluster using DEC Alpha machines generated 48 Gflops, making it the 113th fastest computer in the world at the time [14].  

2.3 Advantages of a Beowulf


Parallel clusters like the Beowulf can offer some advantages over a commercial supercomputer. Unlike a supercomputer, a cluster can be made more powerful “on the fly” to increase its performance by simply adding new nodes [17]. Upgrading is as easy as buying whatever the latest and greatest off-the-shelf system is and adding it into the cluster. The cluster can be upgraded as a whole, if the budget allows, or in a slower fashion. It’s not even necessary to use new equipment to build a cluster!

2.4 Our Beowulf Cluster

Our Beowulf cluster consists of seven 64-bit Alpha 600a workstations donated by Compaq Corporation and Alpha Processor Inc. (API). Each machine operates at 600MHz and contains between 64 and 512 MB of memory. Each machine has at least one SCSI hard drive for improved I/O performance as opposed to the standard IDE transfer protocol hard drives.  A 100 Mbps private local area network is used to connect the nodes of our Beowulf cluster. Each node contains a 10/100Mbps Ethernet card.  A switch is used as a bridge to connect all of the nodes together.  The head node is the only node that is accessible directly from the outside network.  It acts as the gateway to our cluster.  All of the nodes in our cluster operate under Red Hat Linux 6.2 with kernel version 2.2.14, which makes it a homogenous cluster.  All nodes support /proc file system and loadable kernel modules.  

2.5 Writing Distributed Programs for Beowulf Clusters

2.5.1 Software Libraries

There are many libraries in existence that are designed to aid a programmer in creating parallel applications for a Beowulf Cluster.  Some of the most widely used libraries are Parallel Virtual Machine (PVM) [4], Message Passing Interface (MPI)[2],  Distributed Inter-Process Communication (DIPC), and Beowulf Distributed Process Space (BPROC) [7].

2.5.1.1 PVM

The Parallel Virtual Machine Library (PVM) was developed at Oak Ride National Labs. It provides a complete virtual machine mechanism for parallel computation with a powerful message-passing interface [3]. The PVM runtime message-passing system is easy-to-use, has a good portability capability, and is very popular on parallel systems.  It has been designed so that users that do not hold administrative privileges can still install and run parallel applications from their user accounts.  Development under PVM requires the programmer to include the PVM library.  The pvm3.h file needs to be included at the beginning of a C program.  This enables certain calls to be available for the development of a parallel application.  In order for a program to be executed in parallel mode, it has to be developed and compiled with PVM libraries.  PVM handles inter-process communication with PVM native calls.  It is up to the programmer to determines where and when a process is to be executed.

2.5.1.2 MPI

Message Passing Interface (MPI) is a message passing standard that is designed to improve the performance of implementation on all existing distributed memory parallel systems [7]. MPI provides the programmer a complete library for message passing primitives.  MPI has been widely accepted by vendors, programmers and users.  When a programmer develops an application, special calls have to be incorporated into the code.  MPI is limited only to handle inter-process communication by means of messages.  

2.5.1.3 DIPC

Distributed Inter-Process Communication (DIPC) provides a developer with means of implementing distributed inter-process communication.  The package includes semaphores, message queues and transparent distributed shared memory.  A patch needs to be installed to the Linux kernel alongside some user lever utilities that are provided in the package.  The utilities can be used to obtain information about the distributed IPC structures or remove them from the kernel if necessary.  A DIPC program has to be compiled with the DIPC library that can be included in the code by adding the dipc.h header file at the beginning of a C program.  It provides the programmer with a set of standard IPC structures like semaphores, message queues and shared memory.  The programmer does not have to specify the location of the structures.  This is handled by the user space counterpart of DIPC, DIPCD daemon.

2.5.1.4 BPROC

Beowulf Distributed Process Space (BPROC) provides a distributed process ID (PID)space [6]. This allows a node in a Beowulf cluster to run processes that appear in a node’s process tree even though the processes can be physically executed on another node.  The remote processes also appear to be part of the PID space of the front-end node and not the node on which they are running [5].  BPROC provides a programmer with two means of starting a process on a remote machine.  The first one is a rexec() call which has very similar semantics to the execve() system call.  This call requires all binaries and any required libraries to be installed on a remote node.  Another way to start a process on a remote machine in BPROC is by using the rfork() call which involves saving the entire process state to be forked on the local machine and copying it to the remote machine.  This approach is much more convenient since it reduces amount of software that has to be installed on the remote node.

PANTS

2.6 Primary Goals

The two primary goals of PANTS are process migration and load sharing.  Rather than having one node, or a small fraction of nodes, perform the bulk of an operation, the PANTS program was developed to help spread out the handling of multi-process operations.  If the node that a process is executed on already has a high CPU utilization, PANTS will detect this and move the process to a machine that is not as heavily burdened.  Through this process migration, PANTS is able to obtain maximum efficiency by taking advantage of machines with light workloads [5].  

All of PANTS’ work is invisible as far as the program is concerned.  This transparency allows PANTS to execute a task on one node and have it performed on another node without the task explicitly knowing that it is being executed remotely [5].  By making the process migration transparent to the program, the programmer has to focus less on utilizing the power of a distributed system and more on creating the program.  


Both transparency and load sharing create many advantages for someone programming on a distributed system.  The programmer does not need to alter their current programs by making special library calls or by keeping a certain cluster topology in mind [5].  PANTS takes care of where processes will be moved.  The program itself has no idea that is may have been executed remotely, it appears to be running on the node it originated from.

2.7 Secondary Goals

The network is the single largest bottleneck in any Beowulf Cluster and as such, minimizing inter-node communications becomes key.  Individual processors can be lightning fast but the network itself will slow down this advantage by a large order of magnitude.  In an attempt to minimize the impact of this bottleneck, PANTS runs a daemon that monitors the availability of free nodes throughout the cluster.  By keeping track of nodes with a substantial amount of free CPU cycles, the head node can request tasks to be performed by only these nodes [5].  This avoids sending messages across the network to machines that are too occupied to take on another task.  

The ability to recover from potential problems is another key to the success of any system and therefore fault tolerance had to be considered when developing PANTS.  Many distributed systems depend upon a leader node to be available at all times.  PANTS also depends upon a leader but it is robust enough to not fail when this leader node faults.  This bypasses a single point of failure problem since the cluster will continue to operate in the event of a missing leader [5].  If the leader node dies at any time, PANTS will poll the existing machines to generate a new leader so that the cluster may continue to process tasks.  


 The architecture of a system does not limit its ability to utilize PANTS.  PANTS is a modification to Linux and is not dependent upon the processor imbedded in a given machine.  Any cluster that employs Linux as its operating system can take advantage of the PANTS package.  

2.8 PANTS Architecture

The first version of PANTS was created by Jeffrey Moyer in May of 1999 [15].  PANTS was comprised of two main components: a load sharing daemon called TPMD (Transparent Process Migration Daemon), and EPCKPT [16], a Linux kernel patch which added process checkpoint and restart (preemptive migration) functionality [5].

Today’s PANTS was developed as an MQP by Kevin Dickson, Charles Homic, and Bryan Villamin in May of 2000 as a continuation upon Jeffrey Moyer’s PANTS project [5]. Modern PANTS no longer uses the architecture-dependent EPCKPT, which foregoes the ability to checkpoint processes.  Instead, it uses PREX (PANTS remote execute), which carries out load sharing upon the instantiation of the process’ execution.  PREX tests the status of any incoming jobs and is responsible for moving the job for remote execution if required [4]. A new library object was created, which intercepts process executions and calls PREX to potentially migrate the process.

Changes were also made to the load sharing daemon (TPMD in PANTS version 1.0). This new daemon is called PANTSD (PANTS Daemon) and is run on all machines in the cluster. One feature allows it to print system and cluster status to the screen. Serving as the administrative portion of PANTS, PANTSD’s main jobs are to determine the leader of the cluster on startup, and maintain up-to-date resource information about the leader and all the other nodes in the cluster [5].

2.8.1 Multicast Load Sharing

In order to do its job, PANTS makes use of multicast addresses.  The theory behind multicast addressing is that only machines that subscribe to a certain address will receive incoming messages.  To communicate with other nodes on the cluster, machines will send a message to a predetermined multicast address.  Subscribers to this address will listen for packets sent to the multicast address and pick them up as they go by.  It is much more efficient than broadcasting across a LAN since only a number of specialized machines receive a message under multicasting [5].  


There are two multicast addresses under PANTS, one to which the free nodes subscribe, and one to which the current leader subscribes.  Machines wishing to speak with the leader will send messages to the leader multicast address and only the leader will see these messages.  With this multicast address the leader can always be reached regardless of which machine holds the position.  The leader will in turn send request across the free node multicast address to which only free nodes will respond [5].  


By having a free node multicast address, the number of messages sent across the network is greatly reduced.  When a node is free it sends a message to the free node multicast address.  This allows the leader to know the address of free machines in the cluster.  A node subscribed to this free node multicast address is able to tell the existence of nodes subscribed to the list before it. In the event that a new leader must be chosen, the machine with the greatest number of free nodes becomes the leader [5]. Figure 3.1 illustrates the leader/free node multicast address relationship.
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Figure 3.1 Multicast Illustration

Leader and free node multicast addresses handle the communication between nodes.  Node 2 is the leader. It writes to the free node multicast address.  Nodes 3 and 4 are idle, hence they receive messages from the leader through the free node multicast address. They respond to the leader by sending messages to leader multicast address.  Node 1 is busy therefore it does not subscribe to free node address and only concerns itself with communications with the leader through the leader address.

2.8.2 PANTSD

PANTSD is the PANTS daemon and is responsible for administrating all of the nodes in a cluster and arbitrating load sharing between nodes.  It keeps track of busy and free nodes to effectively distribute processes between nodes.  The daemon runs on all the nodes and can run as either a client or a leader (if it has been elected as a leader).  

The communication between nodes is achieved through utilization of multicast addresses (discussed in Section 3.3.1).  PANTSD uses this multicast communication to send messages to the leader, and to free nodes.  There is only one leader in the cluster, and any node is eligible to become a leader. The leader responds to client nodes when they request the addresses of available nodes in the cluster. It also processes messages from clients about load information to know which nodes are available for load distribution and which nodes are busy with computations.

Every node in the cluster runs a client daemon, except for the leader, which runs a leader daemon. The client monitors the CPU usage on each node to determine if the node is busy or ready for more work.  PANTS makes load-balancing decisions based on CPU utilization that is calculated by the client and reported to the leader.  If a node is free, then it is eligible to receive a process from another node. If it is busy, it is not able to take on more computations from another node at that time.  Whenever its status changes, it must update the leader with its status. Since clients always make the leader aware of changes in availability, the leader keeps a free node list which is always up-to-date [5].  Client nodes are also responsible for responding to requests for a free node from PREX.  When PREX requests a free node from the local daemon, the daemon must obtain the free node address from the leader, and return the result back to PREX.  The details of PREX are discussed in Section 3.3.3.

2.8.3 Transparent Migration with PREX

PREX, which stands for ``PANTS remote execute,'' is a system for remotely executing a process on a node in the cluster.  PREX consists of three parts that perform distinct tasks. In order to achieve transparency, PREX has to be able to intercept processes on a node that are to be executed.  The library object libprex.o is used to intercept the initiated process.  Once the process is intercepted, the PREX application performs the actual process migration, as long as the process is marked as “migratable.” The “chimig” application performs the task of marking binary programs as migratable.

The PREX application can be executed from the command line to initiate a process on a free node in the cluster.  It is up to PANTSD to decide where that process will be executed.  Command line invocation is done by calling PREX with a binary name of the process to be executed, followed by any arguments it might require.  PREX then determines if the process is migratable.  If the process can be migrated, PREX queries PANTSD for a node where the process can be moved.  If the local node is not busy, the process is executed locally.  Otherwise, PANTSD returns the address of another node where the process is to be migrated.  PREX then makes a remote shell (rsh) call on the node with the address provided by PANTSD.  If PREX finds the process not migratable, it is automatically executed locally.

The chmig (change migratability) application is designed to modify certain one bit flags located within an binary file to mark it as migratable.  There are three different flags that chmig is capable of modifying.  These flags allow PREX to determine how to handle the binary.  The flags are “migrate”, “migrate immediate” and “migrate once”.  When the “migrate” flag is set, this tells PREX that the binary is capable of migration and can be executed remotely.  The other two flags, “migrate immediate” and “migrate once” are designed for preemptive migration which is a topic for future work [5].  ELF, Executable Linking Format, is a standard binary format for Linux systems and is the only format which supports these migratability flags. The binary has to be in ELF format in order for it to be remotely executed by PREX. 

Although command line invocation is possible, transparency is lost for the user.  Instead, a library object called libprex.o allows the user to overcome this drawback.  Libprex.o intercepts the exec() (process execution) call and hands them off to PREX for possible remote execution.  This is accomplished by using the environment variable ``LD_PRELOAD'' which when set to libprex.o, loads the object library and uses it to intercept the process execution [5].  Figure 3.2 illustrates the collaboration between PREX and libprex.o when handling processes.
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Figure 3.2 Collaboration of PREX and libprex.o in process handling.

The two components, the PANTS daemon and PREX, together form PANTS. The PANTS daemon utilizes multicast messaging to maintain a list of free nodes, and PREX uses this information to execute processes on free nodes. The result is efficient and transparent load sharing.

2.9 Using PANTS

For a detailed description of using PANTS, including hardware and software requirements, installation, testing the installation, and troubleshooting, please refer to Appendix A of the previous MQP on PANTS, Putting PANTS On Linux: Transparent Load Sharing in a Beowulf Cluster, written by Kevin Dickson,Charles Homic, and Bryan Villamin [5].

3 DIPC

3.2 General Overview

DIPC stands for Distributed Inter-Process Communication. It is a system software package developed by Kamran Karimi at the University of Regina in Saskatchewan, Canada [11].   DIPC was developed to make the programming of Linux clusters easier for the developer. In DIPC, UNIX System V IPC mechanisms, consisting of semaphores (for synchronization), message passing (for sending data from one process to the other) and shared memories (for sharing a memory space between different processes), are modified to function transparently in a network environment.  This means installing DIPC requires changing and recompiling the Linux kernel.  After this kernel modification has taken place, the same system calls used to provide communication between processes running on the same computer can now be used to allow communication between processes running on different machines on the same network. 

As a result of UNIX not allowing user space processes to access and modify kernel data structures, DIPC is broken into two parts: the kernel part and the user space part. The user space program is called Dipcd (DIPC Daemon) which runs with superuser privileges. The kernel part of DIPC lets Dipcd see and manipulate kernel data.  The two parts use a private system call to exchange data, which cannot be used by other processes in the system.

3.3 Before DIPC

There was much motivation in the Linux cluster world to develop a software package like DIPC [8]. Linux had some limited symmetric multi-processing capabilities but did not have standard facilities for distributed software development. Programmers had to resort to different add-on packages to write or use distributed software. The methods provided by these packages are often quite different from one another, each requiring programmers to learn new material when switching between packages.  Many of these packages also required a lot of detailed work from the programmer when transferring data over the network.

3.4 Goals

The two main abilities Kamran Karimi wanted to give people using DIPC were to be able to build a Linux cluster without using any special hardware and also to be able to program the resulting system very easily [10].  He also had a number of secondary goals in mind when designing this software package.  Some of these goals are simplicity of the distributed IPC design, the transparency of the distributed facilities, independence from the network design, ability to turn legacy applications into distributed ones and simplicity of programming.  All of these goals have been accomplished by DIPC.

3.5 Kernel Modifications

The kernel side of the DIPC package is designed to intercept the IPC system calls that have to be handled differently.  DIPCD registers itself with the kernel at the time it starts execution. DIPC kernel parts will then recognize this process and its offspring processes as privileged processes.  This means that these processes are allowed to access kernel structures, whereas regular user level processes are not permitted this access.

All the communication between the kernel and its user space partner DIPCD is handled by a DIPC system call designed only for that purpose.  It is multiplexed with the rest of IPC system calls and it is capable of performing several tasks: getting commands, sending requests, or reporting status.  The prototype is:

int dipc(int first, int cmd, void *ptr)

This system call is not intended for use by any other user programs.

The kernel space is highly dependant on DIPCD.  DIPC kernel space cannot work without the user space counterpart, therefore it will do nothing when DIPCD is not running, leaving original IPC routines to handle the calls.  Otherwise, after DIPC kernel side processes the system calls. 

The majority of DIPC kernel modifications reside mainly in System V IPC source files, located in the linux/ipc directory.  There are some files in other directories, which are also affected.  The file linux/arch/i386/mm/fault.c, which handles memory faults, specifically for reading a swapped out memory location, is one of them.  When DIPC was developed, it was intended for kernel version 2.2.12 for Alpha architecture.  Since our development was made on kernel version 2.2.14, some modifications had to be made to make DIPC compatible with our kernel.  

3.6 DIPCD

During the design of DIPC it became clear that the kernel should be altered as little as possible.  Although this led to a simpler design, it had the penalty of requiring frequent copying of information between the kernel and the user address space [8].  Both the UNIX and LINUX operating systems do not allow user space processes to alter kernel data.  To solve this problem, DIPCD was developed to operate in the user space with superuser privileges.  As part of the DIPC package, DIPCD is responsible for decision making, managing requests for data, and transferring that data from one machine to another in the cluster.  When needed, DIPCD can communicate with the kernel modifications of DIPC through the dipc() private system call [8].  This system call allows DIPCD to see and manipulate kernel data.

Since DIPCD is a daemon, DIPCD should be initialized at startup and run in the background for the duration of its use.  It is imperative to start DIPCD before processes that use any IPC, even standard IPC, or the system may become unstable.  

3.7 The Referee


The referee is a static machine chosen at installation.  All installations of DIPC must specify which machine in the cluster is the DIPC referee.  The referee exists to maintain order in the DIPC cluster.  There exists a possibility that more than one machine may wish to generate a key (a number that uniquely identifies an IPC structure) that already exists.  In order to avoid creating an inconsistent state, IPC structure creation must be handled atomically.  This means that while one machine is generating a structure, no other process in the cluster may attempt to generate a structure with the same key [13].  This is simple if the structures are to be created on the same machine but becomes more complex when several machines are thrown into the equation. The referee maintains information about existing IPC structures and arbitrates the creation of new ones.

3.8 Writing Distributed Programs Using DIPC

When writing a distributed program using DIPC, it is imperative that the programmer develops the application to have independent processes that exchange data through System V IPC mechanisms [12]. The mechanisms include message passing, shared memories, and semaphores. These IPC system calls are a huge part of the three main components making up a distributed program: remote execution, data exchanges, and synchronization [12]. Each distributed programmer is responsible for the existence of these components in every application.

3.8.1 Remote Execution

A distributed program is made up of several processes. Some of them may run in a single machine, but at least one of the processes has to run in a remote computer. One of the processes is usually designated as the main one. It initializes data structures used in the program, so that other processes can assume a certain state is present in the system when they start executing. 

 In regular IPC, some processes may be created by the fork() system call followed by the exec() system call. In DIPC, fork() cannot be used for remote execution because it only creates a local process [12]. Processes, in this case, could be started “by hand” meaning that after the main program has prepared the DIPC mechanisms (shared memories, message queues, or semaphore sets) user starts another process on another machine through a shell command.  With DIPC, processes could also be started by using programs like “rsh” [12].  In this case the main process of the DIPC program prepares everything and then forks a process to execute a shell script. The script uses the rsh command to execute processes remotely.

3.8.2 Data Exchanges

It is the procedure of most computer programs to receive some data, process the data in appropriate ways, and then output the results. Another important part of a distributed program is the ability to exchange data easily. With DIPC, there are two methods to exchange data: message passing or shared memories [12]. Having a distributed shared memory is asynchronous way of exchanging data where a program can access it whenever it wants.  Message passing, on the other hand, is considered a synchronous (and cheap) way of exchanging data where only the data wanted is transferred, but it can be sent to any process that needs it [12].  The programmer must decide between these two methods when choosing how to exchange data.  

3.8.3 Synchronization

Remote programs should know when to do actions involving other machines. For example, they should know when the data they need is available. It is strongly recommended that semaphores be used for this purpose [12]. Other methods like frequently testing and setting a variable in shared memory may result in very poor performance because it could require frequent transfers of the whole shared memory segment over the network .

DIPC and PANTS


Since PANTS and DIPC have never co-existed in a Beowulf cluster before, it was our job to create or modify some programs which utilized the functionality of both of these packages.  Some kernel problems arose when installing DIPC and PANTS which had to be solved before their integration could take place. These issues are discussed in the next section. In Section 5.2, we introduce bigsum – a program created to be run with PANTS on a cluster. We also show how we created a new bigsum to incorporate DIPC structures. In Section 5.3 we describe benchmarking programs that came with the DIPC package to test the performance of DIPC on a Beowulf. We also talk about how we modified the execution of these benchmarks to utilize PANTS. Finally, the results of the modifications of these programs are analyzed and graphically depicted in Section 5.3. 

3.9 Kernel Issues With PANTS and DIPC

At the beginning of the project, in order to obtain consistency across the cluster, all nodes were rebuilt with the same kernel distribution, 2.2.14.  This created some unforeseen problems with the installation of both PANTS and DIPC because both were optimized for kernel build 2.2.12. 

 With the new kernel, the PANTS daemon caused a segmentation fault at startup time.  This was due to improper memory access. The PANTS code was null terminating the parameter string at a hard coded position in memory.  In 2.2.14 the terminator was being overwritten.  This problem was solved by generating a loop that would terminate the string on a per case basis, therefore making the code less vulnerable to future kernel updates. 


The new Linux kernel caused problems for DIPC as well.  While running the DIPC installation script file to perform the basic installation, certain portions of the code would not compile.  The problem lay in fault.c, a Linux kernel file which DIPC was altering.  The newly inserted DIPC code was attempting to jump to a label that had been removed in the new build.  Examining the old 2.2.12 build and inserting a label in the proper position within fault.c solved this problem.  

3.10 bigsum

3.10.1 Old bigsum

In order to demonstrate the benefits of a distributed system, an application was created that takes advantage of a Beowulf cluster’s computing capability.  The application, called bigsum, computes a sum of numbers but it does it in a manner such that multiple processes are created and each one of those processes computes only a part of the entire sum.  Then, all the results are put together to yield the end result.  Bigsum utilizes pipes to conduct inter-process communication.  The application consists of 4 parts, sum.c, multisum, total.c and bigsum.  Each part plays a different role in the computation of a sum.  The following is a short description of the functionality of all components of bigsum. Please refer to Appendix A.2 for the code.

3.10.1.1 sum.c

Sum.c is a C program that takes in two arguments, which indicate the low and the high limit of the sum to be computed.  Then, it computes the sum according to those limits and prints out the result to standard output.

3.10.1.2 multisum

Multisum is a shell script that takes in four argument: the number of processes to start in order to compute a sum, the low limit of the sum, the step with which to compute the sum, and the high limit of the sum.  The script breaks the big sum into smaller sums, according to the number of processes that are to be used to compute the big sum.  It starts a separate process, sum.c, for each of the smaller sums and passes in appropriate arguments to sum.c.

3.10.1.3 total.c

Total.c is a C program that takes in a number that indicates how many processes are used to compute the big sum.  It adds up all the results from smaller sums and prints out the result to standard output.

3.10.1.4 bigsum

Bigsum is a shell script that takes in as arguments the number of processes to be used to calculate a sum, the low limit of the sum, and the high limit of the sum.  It figures out if the number of processes is appropriate to calculate the given sum, calls multisum, and passes in the appropriate arguments to it. Finally, it pipes the results from multisum to total.c to calculate the end result.

3.10.1.5 How it Works

Bigsum is a very good application for demonstrating the capability of a Beowulf Cluster with PANTS.  The bigsum code does not contain any PANTS specific calls, which means that the programmer does not have to concern himself with the difficult task of determining where each process will be executed.  PANTS does that job.  The user starts bigsum by executing a shell command:

bigsum <number of processes> <low limit> <high limit>

Bigsum then determines if the number of processes used is appropriate for the given sum and if so, calls multisum and passes in appropriate arguments.  Multisum breaks down the big sum into a collection of smaller sums and starts a process for each of them by calling sum.c.  This is where PANTS does its work.  Since calculating a sum of numbers is computationally intensive, PANTS transparently migrates the small sums to free nodes in a cluster where they are computed much faster in comparison to all processes being executed locally on one machine.  The results of all the small sums are computed and the results are printed to standard output.  Bigsum then pipes these results to total.c where they are put together to yield the end result: a sum of numbers from low limit to high limit indicated by the user when bigsum is invoked.

3.10.2 newbigsum

With the addition of distributed IPC to our Beowulf cluster, the range of applications that can take advantage of the computation power of the cluster has expanded.  Newbigsum is a modified version of bigsum where the inter-process communication is performed through message queues, instead of pipes.  The overall design is very similar. The application is still comprised of four major components, but some functionality has changed.

3.10.2.1 newsum.c

Newsum.c has a very similar functionality to sum.c.  The difference occurs when the result is obtained.  Newsum connects to a message queue, identified by a key, and writes the result of the sum to the message queue.

3.10.2.2 newmultisum

Newmultisum is almost identical to its predecessor multisum.  The only difference is that when it starts a new process, it calls newsum instead of sum. 

3.10.2.3 newtotal.c

Newtotal.c is considerably different from its predecessor total.c.  Instead of receiving the results through a pipe, it sets up a message queue with a key and receives the results through it.

3.10.2.4 newbigsum

Newbigsum is a shell script.  It starts newtotal, performs the check to determine if the number of processes is appropriate for the size of the sum to be calculated, and then calls newmultisum with the same arguments as multisum.

3.10.2.5 How it Works

Newbigsum is the first application that utilizes both the capabilities of PANTS and distributed inter-process communication.  The usage of the application is exactly the same from the point of view of the user, however the inner workings of the application are different.  Newbigsum is invoked by a shell command:

newbigsum <number of processes> <low limit> <high limit>

Newbigsum then calls newtotal, which creates a message queue and waits for results to arrive through it.  Following this, newbigsum verifies the number of processes to calculate the big sum to make sure that it is appropriate.  If so, it calls newmultisum, which divides the big sum into a number of smaller sums.  A process is started for each of the smaller sums by calling newsum.  PANTS then intercepts the newsum processes and transparently migrates them to free nodes, accelerating the execution.  Each newsum calculates the small part of the big sum, connects to the message queue created by newtotal, using a key, and writes its result to the message queue.  Newtotal collects all the results, puts them all together to obtain the result for the bigsum, and prints the result to standard output.  All of this is done transparently without any user intervention.

3.11 DIPC Benchmarks

The DIPC package that we have installed on our Beowulf cluster came with two programs that can be used to benchmark DIPC’s performance on the system. Each of these programs are “worst-case” distributed programs [9]. This means that they spend all their time communicating over the network and not doing any computations. The programs can be run on a single computer or over the network.  When used over a network, the results can help determine how DIPC communications will affect the performance of distributed applications. 


At first, we ran the DIPC benchmarks on our system as directed in the DIPC documentation. We utilized from one to all seven of our machines at once. Then, we modified one of these benchmarks to also use PANTS, thereby combining the enhanced IPC functionality with the load sharing capabilities of PANTS.  The next section (Section 5.3.1) will describe how each of the DIPC benchmarks operate. Section 5.3.2 will explain our modifications of one of the benchmarks so it could run with PANTS. Section 5.4.2 will compare the benchmarks run with and without PANTS.  

3.11.1 Original Benchmarks

3.11.1.1 shmem

The first benchmark program, called “shmem” (short for shared memory), shows the speed of your system (computers and networks) when accessing shared memories. This program creates some processes to write some values to all the pages of a distributed shared memory. All the values are written at the same time, creating contention. The IPC structures used in this program are 7 shared memories of different sizes (1000, 3500, 7500, 11000, 25000, 50000, 80000 bytes ) and a message queue. 

The main function is in a file called shmbench.c. After preparing the shared memories and the message queue, it forks and executes the ‘shm_s’ script (shown in figure 5.1). The script uses rsh to invoke instances of a process called ‘shmmark’ on other machines. Each of these invoked shmmark processes will try to write a number in predetermined positions of the shared memories. This causes all the pages of the shared memory segments to be accessed by all the shmmark processes. The time it takes for each process to write its number is sent back to shmbench using a message queue which will be displayed to the user on the screen. The user determines in the shm_s script how many shmmark processes to execute. Shmbench takes a single argument which is this value.

Shmmark takes three arguments. The first argument is a number representing how many instances of shmmark are taking part in the benchmark. The second is that shmmark process’ sequence number among the other processes. The third argument is the value that will be written to the shared memories (any digit). 

The shm_s script we created for our system when running the shmem benchmark is shown below. As you can see, 7 shmmark processes are being called – one for each machine in our cluster. The one called from the machine named “pants” does not use rsh when calling shmmark because that is the machine where the IPC structures are prepared. Shmmark is just called locally from there.

# shm_s 

# Change the IP addresses according to your system's configuration.

# You should not be the root when executing rsh.

# Make sure to change the paths if necessary, so that rsh will find the

# shmmark executables.

# write 9

# pants

./shmmark 7 0 9 &

# write 5

# beowulf

rsh 192.168.1.3 /usr/bin/shmmark 7 1 5 &

#write 4

#london

rsh 192.168.1.4 /usr/bin/shmmark 7 2 4 &

# write 2

# rome

rsh 192.168.1.5 /usr/bin/shmmark 7 3 2 &

#write 1

# paris

rsh 192.168.1.6 /usr/bin/shmmark 7 4 1 &

#write 3

# moscow

rsh 192.168.1.7 /usr/bin/shmmark 7 5 3 &

#write 8

# shanghai

rsh 192.168.1.2 /usr/bin/shmmark 7 6 3 &

echo shmem script: shmark processes started

Figure 5.1 shm_s script for shmem benchmark

An execution of the shmem benchmark on our system using this script is shown in Appendix A.3.1.

3.11.1.2 syscalls

The second benchmarking program is called “syscalls” (short for system calls). This program measures the speed of executing some of the DIPC system calls on your system. The program consists of two executables: “sysbench” and “sysmark.”  The sysbench program sets up a shared memory, a message queue, and a semaphore set. sysmark is then started by sysbench to make the system calls. The place where sysmark should be executed is determined by the contents of the 'sys_s' script (shown below). You could choose sysmark to be executed on the same machine as sysbench, or you could use the rsh command to run it on another computer. Unlike the shmem benchmark, syscalls can only be run on 1 or 2 computers – not as many as desired by the user. 

The tested system calls are: 

 semget()

 shmget()

 msgget()

 semctl() with the IPC_STAT command

 semctl() with the IPC_SET command

 msgctl() with the IPC_STAT command

 msgctl() with the IPC_SET command

 shmctl() with the IPC_STAT command

 shmctl() with the IPC_SET command

 msgsnd() with 1, 10, 100, 500, 1000, 2000 and 4000 byte messages

 msgrcv() with 1, 10, 100, 500, 1000, 2000 and 4000 byte messages

 semop()

The first three system calls are performed only once. The rest are performed at least once, and if finished in less than 1 second, they are repeated until at least 1 second has passed. This method is used to get a more reliable result on fast computers (and/or networks).The results are then sent to sysbench using a System V message, and are displayed to the user.

The following script is the sys_s script used on our system when running the syscalls benchmark program. As you can see, the script is set up to call sysmark from machine called “rome.” All of the IPC structures are set up on the machine called “pants.”

# sys_s

# Change the IP address according to your system's configuration.

# You should not be the root when using rsh. 

# Make sure to change the paths if necessary, so that rsh will find the

# sysmark executable.

# Only ONE of the following entries should be uncommented

#pants

#rsh 192.168.1.1 /usr/bin/sysmark &

#./sysmark &

#shanghai

#rsh 192.168.1.2 /usr/bin/sysmark &

#./sysmark &

#beowulf

#rsh 192.168.1.3 /usr/bin/sysmark &

#./sysmark &

#london

#rsh 192.168.1.4 /usr/bin/sysmark &

#./sysmark &

#rome

rsh 192.168.1.5 /usr/bin/sysmark &

#./sysmark &

#paris

#rsh 192.168.1.6 /usr/bin/sysmark &

#./sysmark &

#moscow

#rsh 192.168.1.7 /usr/bin/sysmark &

#./sysmark &

echo syscalls script: sysmark process started

Figure 5.2 sys_s script for syscalls benchmark

A sample execution of the syscall benchmark on our system using the above script file is shown in Appendix A.3.2.

3.11.2 Benchmark Modified to Run With PANTS

When integrating the DIPC benchmarks to be run with PANTS, we chose only to modify the shmem benchmark. We did this because shmem consists of several processes which have the potential to be migrated by PANTS, while syscalls only consists of only one process. It would be practically useless for PANTS to migrate one process which could just as easily get executed on the local computer. 

To make this benchmark utilize PANTS, we had to change the shm_s script. Instead of manually starting the shmmark processes on different machines with the rsh call like we had to do before, we changed the script to start 5 shmmark processes on the same machine, “beowulf”, and let PANTS migrate each process automatically. To allow the shmmark process to be migrated, we had to use the “chmig” function of PANTS to modify the elf binary of shmmark to enable it to “migrate immediate.” As you can recall from the earlier sections on PANTS, this option tells PANTS to immediately migrate this process to a free node. 

# shm_s (for pants)

# Change the IP addresses according to your system's configuration.

# You should not be the root when executing rsh.

# Make sure to change the paths if necessary, so that rsh will find the

# shmmark executables.

# write 5

# beowulf

/usr/bin/shmmark 5 0 5 &

/usr/bin/shmmark 5 1 4 &

/usr/bin/shmmark 5 2 6 &

/usr/bin/shmmark 5 3 7 &

/usr/bin/shmmark 5 4 8 &

echo shmem script: shmark processes started

Figure 5.3 shm_s script modified to run with PANTS

As you can see from the output of the modified benchmark execution (shown in Appendix A.3.3), PANTS successfully migrated 4 of the 5 processes to different machines and left one to execute locally on Beowulf. 

3.12 Results

3.12.1 bigsum vs. newbigsum

Since bigsum was the first application to utilize transparent process migration through PANTS, we have decided to use it as a standard benchmark to evaluate the performance of our cluster.  With the creation of newbigsum, the benchmark underwent significant changes since it now takes advantage of distributed IPC to measure the computing power of our cluster.  With the addition of these new features to the benchmark, it became important to evaluate their impact to determine if the performance of the application was somehow altered.  This section discusses the results of computing with bigsum and newbigsum.

We decided to compare the execution times of computing a large sum by bigsum and newbigsum.  The number computed was the sum from 1 to 8x10^11.  To obtain more conclusive results from our comparison, the number of processes used for the sum computation varied with each series of runs.  Figure 5.4 displays the results of both benchmarks. The x-axis represents the number of processes plotted against execution times in seconds on the y-axis.  Each data point is an average of five runs.
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Figure 5.4  bigsum vs. newbigsum execution times (sum from 1 to 1x10^11)

Table 5.1 shows standard deviation for each point on the graph, for each benchmark, indicating the data distribution in the test runs.

	Number of processes
	1
	2
	3
	4
	5
	6

	Bigsum Standard Deviation
	0.09
	0.02
	0.07
	0.06
	0
	0.03

	Newbigsum Standard Deviation
	0
	0.09
	0.07
	0.09
	0.05
	0.03


Table 5.1  Standard deviation for bigsum vs. newbigsum

The test data from both PANTS benchmarks shows that distributed inter-process communication has a minimal impact on the performance of our benchmark.  Bigsum and newbigsum are comparable in execution times, with bigsum performing slightly better then newbigsum throughout the entire performance test by an average of 2.5%.  This is an expected behavior since newbigsum uses distributed IPC to perform the benchmark, which has more overhead.  The decline in performance of newbigsum is inversely proportional to the number of processes used to calculate the sum.  Table 5.2 illustrates this relationship.

	Number of processes
	1
	2
	3
	4
	5
	6

	Percentage Decrease
	0.2%
	0.9%
	1.6%
	3.0%
	3.5%
	6.3%


Table 5.2  Performance decrease of newbigsum

The performance is slightly hindered by the distributed IPC, however the benefits gained in functionality are well worth the minimal performance hit for some applications.

3.12.2 Shared Memory Benchmark

This section presents a comparison between the Shared Memory Benchmark run with PANTS and run without the use of PANTS. This benchmark was described in section 5.3. As expected, the difference between the shared memory access times when run with PANTS is negligible when compared to the times when run without PANTS (after taking standard deviation into account). The remainder of this Chapter discusses these results with the help of some charts. 

In order to make an accurate comparison, the DIPC shmem Benchmark was run five times with PANTS and five time without PANTS. In all executions, five machines were used in the benchmark. Each run generated 5 data samples per memory size, which represent the time it takes each of the 5 machines to write to that shared memory.  In total, 25 data samples were produced for each memory size (See Appendix A.1). Each set of 25 samples were averaged together and plotted as points in the following graph (See Figure 5.5).
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Figure 5.5 DIPC Shared Memory Benchmark – PANTS vs. No PANTS

As a general rule, as the memory size increases, the time to write a page to this memory by each process increases with it. Notice, however, that writes to the 1000 byte shared memory (the smallest shared memory) take almost as long as the writes to the 80000 byte shared memory (the largest). By examining Figure 5.5, you should easily see that the lines should be nearly linear, but the first data point is out of place and unusually high. We believe this is due to DIPC’s cost of setting up the shared memory and semaphore structures. Because the benchmark is set up to write to the 1000 byte shared memory before all other memories, these initial writes take longer as machines must question the DIPC leader to locate the shared memory. After this initial query, each node will know the location of all the subsequent shared memories. 

We tested these speculations by modifying the benchmark to write to the 3500 byte shared memory first instead of the 1000 byte memory. By doing this, the 1000 byte memory write times dropped into their predicted place, while the writes to the 3500 byte memory jumped significantly. The results of this experiment can be seen in Figure 5.6.
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Figure 5.6  DIPC Shared Memory Benchmark – PANTS vs. No PANTS (changed write order)

Since this startup deviation does not accurately represent the relationship between the time and the shared memory size, we have decided to remove it from our analysis.  We achived this by doing the following: In the test runs with the startup cost during the writes to the 1000 byte memory, we replaced the those times with the times of the writes to the same memory with the startup costs occurring elsewhere. The following graph shows the benchmark results after startup costs have been factored out. As you can see, the data for both PANTS and without PANTS generate basically the same line. 


[image: image6.wmf]DIPC Shared Memory Benchmark (removed startup cost)

25000

50000

80000

7500

11000

1000

3500

0.2

0.22

0.24

0.26

0.28

0.3

0.32

0.34

0.36

0.38

0.4

Memory Size (bytes)

 Time (seconds)

Without PANTS

With PANTS

Without PANTS

0.27

0.27

0.28

0.28

0.3

0.34

0.39

With PANTS

0.28

0.27

0.27

0.28

0.3

0.35

0.39

1000

3500

7500

11000

25000

50000

80000


Figure 5.7 DIPC Shared Memory Benchmark (removed startup cost)

Another way to plot our data is on a per-process basis rather than evaluating all process together. Presenting the data in this manner is more straightforward, allowing better analysis of the results. In this graph, we chose two arbitrary memory sizes: 7500 bytes and 50000 bytes. Each point on the graph represents an average of the times made by one machine writing to the shared memory over the course of five runs. 
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Figure 5.8 DIPC Shared Memory Benchmark – Shared Memory Access Times

Viewing the data in this form shows that the times made by each machine to the shared memory are nearly identical whether incorporating PANTS with the benchmark or not. The standard deviations are practically insignificant (shown in Table 5.3). This demonstrates that the results of the tests are stable.

	Process
	1
	2
	3
	4
	5

	With PANTS 7500 St. Dev.
	0
	0.004472
	0
	0
	0.004472

	No PANTS 7500 St. Dev.
	0
	0.005477
	0.007071
	0.004472
	0.005477

	With PANTS 50000 St. Dev.
	0
	0.005477
	0
	0.005477
	0.005477

	No PANTS 50000 St. Dev.
	0
	0.008367
	0.008367
	0.007071
	0.006325


Table 5.3 Standard Deviations for Figure 5.5

The main idea drawn from the results of running the DIPC Shared Memory Benchmark with and without PANTS is that using DIPC and PANTS together provides greater functionality and versatility to the programmer without significantly affecting the performance of the cluster. We expected this outcome because allowing PANTS to migrate the processes in the DIPC benchmark rather than explicitly telling the benchmark where to run the processes does not affect the performance of the benchmark itself . Once PANTS migrates the processes, the rest of the execution of the benchmark does not rely on PANTS at all but only on DIPC structures.

Conclusion

Beowulf Clusters, a networked group of low-cost, personal computers running an 

open source operating system, are a relatively inexpensive alternative to supercomputers. A Beowulf’s purpose is to handle large-scale parallel programs.  

Currently, the application package PANTS, runs in the background on all of the nodes of our Beowulf cluster.  PANTS is in charge of monitoring the system load of each machine in the cluster and migrating processes from busy nodes to idle ones.  PANTS is comprised of two main parts: the PANTS Daemon (PANTSD) and the remote execution engine PREX (PANTS Remote Execute). PANTSD runs in the background on every machine in the cluster in order to monitor up-to-date system status. PREX intercepts process execution calls and transfers the processes to less busy nodes as needed. As PANTS migrates processes transparently, neither the user nor the application is aware that it is being executed remotely on another machine.  This presents problems if the application utilizes inter-process communication (IPC) structures because the communication normally occurs through the local kernel.  Once a process is migrated to another machine, it no longer has access to these IPC structures and is therefore unable to continue execution normally.

During this project we extended the IPC functionality on our Beowulf Cluster to handle IPC between processes executed on different machines.  The DIPC package allowed us to extend the functionality of shared memory, message queues, and semaphores by permitting these structures to be used over the network. By doing so, the overall functionality of the cluster was enhanced.  Processes using DIPC can now communicate with one another, even when migrated by PANTS.  

It was necessary to test the integration of PANTS and DIPC to see if there were any conflicting issues between these two packages.  Our predictions were that together, PANTS and DIPC would allow a greater range of IPC applications to take advantage of the cluster at a minimal to no performance loss.  To test our predictions we have modified two existing benchmarks, the PANTS benchmark bigsum and the DIPC benchmark shmem.  

Bigsum is a multi-process application that calculates a sum of numbers over a specified range.  PANTS distributes these processes around the cluster to compute fractions of the sum, returning the results through pipes to the machine which invoked the process.  To incorporate DIPC into this benchmark, newbigsum was written to replace pipes with distributed message queues.  After gathering data from several runs of bigsum and newbigsum, results were compared.  We found that the execution times of both benchmarks were nearly the same, with only a small performance loss with newbigsum, averaging only 2.5 percent.


Shmem is a DIPC benchmark that measures the speed of the cluster by timing writes to different sizes of shared memory by processes distributed across the cluster.   To run this benchmark, a script file exists to specify explicitly (through the use of rsh) which node each process of the benchmark should run on.  In order to incorporate PANTS into this benchmark, we modified the script file to run all processes on the same machine and let PANTS migrate the processes for us.  Shmem was run repeatedly without PANTS and with PANTS and results were compared.  We observed that when examining both benchmark outcomes, there were essentially no differences in memory write times.  This occurs because once PANTS migrates each process, it has no more responsibility in the benchmark.  All of the timing occurs after PANTS is out of  the equation.  


The result of our testing leads us to conclude that both DIPC and PANTS can co-exist harmoniously in a Beowulf Cluster.  When working in collaboration, they provide the programmer with a larger amount of resources for writing distributed programs while also simplifying the task.  The programmer can now fully take advantage of System V IPC procedures as well as transparent load sharing while programming in a distributed environment. 

Future Work

3.13 Preemptive Migration


 Currently, PANTS only has the ability to execute processes started from the UNIX shell.  While this is beneficial, there are some situations where extra load balancing would be helpful for the cluster [5].  Take for example the case where a new process is about to be executed on a node running PANTSD and no free nodes exist.  The process would then be started locally, overloading the machine.  Shortly after, another node becomes free.  It would be useful if PANTS could move the already running process from the overloaded node to the newly available node.  The only way to do this now would be to terminate the process and restart it on the new node.  However, all computations done up to this point would be lost. 


A method known as preemptive migration exists which would provide a solution to the above problem.  Preemptive migration occurs when a running process is halted and its current state is stored then transferred to another machine. The new machine can then load the state into its registers and memory and resume execution of the process.  Preemptive migration allows for processes to be more evenly distributed across the cluster, increasing performance.  EPCKPT is a package that performs preemptive migration, but only on Intel based systems [5].  


BPROC, Beowulf Distributed Process Space, may be a solution for adding preemptive migration to PANTS.  As BPROC requires the establishment of a static head node, it conflicts with the fault tolerance goal of PANTS.  BPROC would additionally have to be altered so that process migration is controlled by PANTS and not the application itself.  

3.14 Adding Fork Support


Another feature that PANTS lacks is the ability to migrate forked processes.  Currently, when a parent process forks a child the process will be executed on the same machine because PANTS is only designed to intercept exec() calls.  It would increase PANTS’ functionality to be able to also intercept fork calls.  


Again, the BPROC package can possibly provide a solution to this problem.  It includes the rfork() call which involves saving the entire process state to be forked on the local machine and copying it to the remote machine.  From here the process can be run normally.  

3.15 Performance Tuning


In order to effectively load share, PANTS  takes CPU load measurements to determine whether a node is busy or free. The load measurement technique that is used performs well but was not investigated as much as possible.  A more in-depth study of these techniques would possibly allow for better performance.  Rather than just monitor CPU load, memory usage could also be monitored.  A single application using little CPU power could be utilizing too much memory, causing the machine to be occupied with frequent page swaps.  Such a machine should not be asked to perform additional jobs.  


Regardless of load measurements, all processes initiated will begin execution on a node either remotely or locally.  When all the nodes of the cluster are busy, a new process will be started by default on the local machine causing it to become overloaded.  It might be useful to suspend and queue additional processes until a node becomes free, preventing overloads.  This would especially increase performance when applications have more processes than there are nodes in the cluster.

3.16 Non-Static DIPC Referee


Although DIPC has become a great resource in our Beowulf Cluster, its fault tolerance is low because it relies upon a static referee.  This means that if the referee goes down, then none of the other nodes can register or access IPC structures.  It would be useful to dynamically determine a new referee when one dies.  PANTS’ leader arbitration algorithm could be referenced to create similar functionality in DIPC.   

3.17 Application Programming

Although there are many improvements that could be made on PANTS and our cluster, its computing power is great. The purpose of a Beowulf Cluster is to run powerful distributed applications that serve a purpose.  Current existing programs on our cluster only include benchmarking programs that do not challenge its computational prowess.  It would be useful to have a suite of programs developed for the cluster that perform a task other than just testing the capabilities of the system.

A Code Samples and Program Output

A.1 DIPC Example Program

To run the test: “make” hello1 and hello2, then call “hello1” first on a machine. “hello2” should be started after this either on either the same machine or a different machine in the cluster, because it will have to access the message queue created by hello1. 

/*

 * hello.h by Kamran Karimi

 * Header file for hello1.c and hello2.c

 */

#include <stdio.h>

#include <sys/types.h>

#include <sys/ipc.h>

#include <sys/msg.h>

#include <errno.h>

#define MSG_KEY 40

#define MSG_MODE (IPC_DIPC | IPC_EXCL | 0777)

/* use of 'IPC_DIPC' is the ONLY thing that makes 

 * this program a distributed * one. Everything 

 * else is normal System V IPC programming */

#define MSG_TYPE 10

#define MSG_SIZE 512

struct message

{

   long mtype;

   char mtext[MSG_SIZE];

};

/*

 * hello1.c by Kamran Karimi

 * It initializes a message structure and waits 

 * to receive a message.

 * After running hello1, you should run hello2 on 

 * a remote machine.

 */

#include "hello.h"

int main()

{

   int msgid;

   struct message mess;

   /* create the message queue. The other 

    * process will access it later */

   msgid = msgget(MSG_KEY, MSG_MODE |

      IPC_CREAT);

   if(msgid < 0) 

   {

      fprintf(stderr,

      "Hello1: msgget() failed BECAUSE %s\n", 

      strerror(errno));

      exit(20);

   }

   fprintf(stderr,

   "Hello1: waiting to receive a message.\n");

   if(msgrcv(msgid, (struct msgbuf *)&mess, 

   sizeof(mess.mtext), 0, 0) < 0)

      fprintf(stderr,

      "Hello1: msgrcv() failed BECAUSE %s\n", 

      strerror(errno));

   else 

      fprintf(stderr,

      "Hello1: Received '%s'\n",mess.mtext);  

   msgctl(msgid,IPC_RMID,NULL); 

   exit(0);

}

/*

 * hello2.c by Kamran Karimi

 * This program sends a message to hello1 process.

 * You should first run hello1, and then hello2 on

 * a machine in the same cluster

 */

#include "hello.h"

int main()

{

   int msgid;

   struct message mess;

   /* gain access to the message queue that was

    * created by hello1 */

   msgid = msgget(MSG_KEY, MSG_MODE);

   if(msgid < 0) 

   {

      fprintf(stderr,

      "Hello2: msgget() failed BECAUSE %s\n",

      strerror(errno));

      exit(20);

   }

   mess.mtype = MSG_TYPE; /* not used here */

   strcpy(mess.mtext,

   "Hello, Distributed Programming!");

   /* now send the message. This will traverse 

    * the network if hello1 and hello2 programs 

    * are in different computers and DIPC is 

    * properly installed */

   if(msgsnd(msgid, (struct msgbuf *)&mess, 

   sizeof(mess.mtext), 0) < 0)

   {

      fprintf(stderr,

      "Hello2: msgsnd() failed BECAUSE %s\n", 

      strerror(errno));

      exit(20);

   }

   exit(0);

}

A.2 bigsum

A.2.1 sum.c

#include <stdio.h>

int main(int argc,char *argv[]) 

{

  

long c,low,high,sum;

  
 
if (argc<3) 

{

      


fprintf(stderr,"sum <low> <high>\n");

     
 

return -1;

   

}

   

low=atoi(argv[1]);

   

high=atoi(argv[2]);

   

sum=0;

   

for (c=low;c<=high;c++) sum+=c;

   

printf("%ld\n",sum);

return 0;

}

[5]

A.2.2 multisum
#!/bin/bash


PROCS=$1


START=$2


STEP=$3


END=$4


CURRENT=$START;


until test $PROCS = 0; do 

   

let RANGE=$CURRENT+$STEP-1;

   

if test $PROCS = 1; then

      


./sum $CURRENT $END &

      

else

      


./sum $CURRENT $RANGE &

      

fi

   

let CURRENT=$CURRENT+$STEP

   

let PROCS=$PROCS-1;

      
done
[5]

A.2.3 total.c
#include <stdio.h>

int main(int argc,char*argv[]) 

{

   

long sum,n,t;

   

if (argc<2) 

{

      


printf("total <n>\n");

      


return -1;

   

}

   

n=atoi(argv[1]);

   

sum=0;

   

while (n--) 

{

      


scanf("%ld",&t);

      


sum+=t;

   

}

   

printf("%ld\n",sum);

}

[5]

A.2.4 bigsum

#!/bin/bash

PROCS=$1;

START=$2;

END=$3;

let STEP=$END-$START;

let STEP=$STEP/$PROCS;

if test $STEP -lt 2; then

echo You don\'t need that many processes for this sequence\!

   

exit

   
fi

echo Using $PROCS processes to sum from $START to $END

./multisum $PROCS $START $STEP $END | ./total $PROCS
[5]

A.3 newbigsum

A.3.1 newsum.c

#define MSG_MODE (IPC_DIPC | IPC_EXCL | 0777)

#define MSG_TYPE 10

int main(int argc,char *argv[])

{

long i,low,high,sum;

int msgid;

       
if (argc<3)

        
{

                

fprintf(stderr,"sum <low> <high>\n");

                

return -1;

        
}

        
low=atoi(argv[1]);

        
high=atoi(argv[2]);

        
sum=0;

        
for (i=low;i<=high;i++)

        
{

                

sum = sum + i;

        
}

        
msgid = msgget(100, MSG_MODE);

        
if(msgid < 0)

        
{

                

printf("Sender: msgget() failed...\n");

                

exit(20);

        
}



if(msgsnd(msgid, &sum, sizeof(sum), 0) < 0)

        
{

               

 printf("Sender: msgsnd() failed...\n");

                

exit(20);

        
}

        
exit(0);

}

[5]

A.3.2 newmultisum

#!/bin/bash


PROCS=$1


START=$2


STEP=$3


END=$4


CURRENT=$START;


until test $PROCS = 0; do 

   

let RANGE=$CURRENT+$STEP-1;

   

if test $PROCS = 1; then

      


./newsum $CURRENT $END &

      

else

      


./newsum $CURRENT $RANGE &

      

fi

   

let CURRENT=$CURRENT+$STEP

   

let PROCS=$PROCS-1;

      
done
[5]

A.3.3 newtotal.c

#include <stdio.h>

#include <sys/ipc.h>

#include <sys/msg.h>

#include <errno.h>

#include <linux/dipc.h>

#include <string.h>

#include <signal.h>

#ifdef __GLIBC__

#define IPC_DIPC   00010000   /* make it distributed */

#endif

#define MSG_MODE (IPC_DIPC | IPC_EXCL | 0777)

#define MSG_TYPE 10

void receiver_clean_up();

long single_result();

int msgid;

int main(int argc,char*argv[])

{

long sum,n;

        

long current_result = 0;

        

int sum_counter = 0;

        

if (argc<2)

{

                

printf("newtotal <n>\n");

                

return -1;

        

}

        

signal(SIGINT, receiver_clean_up);

/* create the message queue. The other process will access it later */

        

msgid = msgget(100, MSG_MODE | IPC_CREAT);

        

if(msgid < 0)

        

{

                

printf("Receiver: Msgget() failed...\n");

                

exit(20);

        

}


        
printf("Waiting to receive the result...\n");

        

n=atoi(argv[1]);

        

sum = 0;

        

while(sum_counter < n)

        

{

                

sum = sum + single_result();

                

sum_counter++;

        

}

        

printf("The result is %ld\n",sum);

        

msgctl(msgid,IPC_RMID,NULL);

        

exit(0);

}

long single_result()

{

        

long current_result = 0;

if(msgrcv(msgid, &current_result, 8, 0, 0) < 0) 

printf("Receiver: Msgrcv() failed...\n");

        

return current_result;

}

void receiver_clean_up()

{

        

printf("\nCaught interrupt:  closing...\n\n");

        

msgctl(msgid,IPC_RMID,NULL);

 

exit(0);

}
[5]

A.3.4 newbigsum.c

#!/bin/bash

PROCS=$1;

START=$2;

END=$3;

./newtotal $PROCS &

let STEP=$END-$START;

let STEP=$STEP/$PROCS;

if test $STEP -lt 2; then

        
echo You don\'t need that many processes for this sequence\!

exit

fi

echo Using $PROCS processes to sum from $START to $END

./newmultisum $PROCS $START $STEP $END

[5]

A.4 DIPC shmem Benchmark

A.4.1 Sample output of shmem (without PANTS)

[jwaite@pants shmem]$ ./shmbench 7

shmmark#0: Started...

shmmark#0: Wrote to a shared memory of size 1000 bytes in 0.00 seconds

shmem script: shmark processes started

shmmark#1: Started...

shmmark#2: Started...

shmmark#4: Started...

shmmark#5: Started...

shmmark#6: Started...

shmmark#1: Wrote to a shared memory of size 1000 bytes in 0.17 seconds

shmmark#3: Started...

shmmark#2: Wrote to a shared memory of size 1000 bytes in 0.37 seconds

shmmark#4: Wrote to a shared memory of size 1000 bytes in 0.58 seconds

shmmark#5: Wrote to a shared memory of size 1000 bytes in 0.79 seconds

shmmark#6: Wrote to a shared memory of size 1000 bytes in 0.99 seconds

shmmark#3: Wrote to a shared memory of size 1000 bytes in 0.86 seconds

shmmark#0: Wrote to a shared memory of size 3500 bytes in 0.00 seconds

shmmark#1: Wrote to a shared memory of size 3500 bytes in 0.14 seconds

shmmark#4: Wrote to a shared memory of size 3500 bytes in 0.25 seconds

shmmark#5: Wrote to a shared memory of size 3500 bytes in 0.35 seconds

shmmark#2: Wrote to a shared memory of size 3500 bytes in 0.46 seconds

shmmark#6: Wrote to a shared memory of size 3500 bytes in 0.56 seconds

shmmark#3: Wrote to a shared memory of size 3500 bytes in 0.85 seconds

shmmark#0: Wrote to a shared memory of size 7500 bytes in 0.00 seconds

shmmark#5: Wrote to a shared memory of size 7500 bytes in 0.15 seconds

shmmark#1: Wrote to a shared memory of size 7500 bytes in 0.25 seconds

shmmark#4: Wrote to a shared memory of size 7500 bytes in 0.35 seconds

shmmark#6: Wrote to a shared memory of size 7500 bytes in 0.46 seconds

shmmark#2: Wrote to a shared memory of size 7500 bytes in 0.57 seconds

shmmark#3: Wrote to a shared memory of size 7500 bytes in 0.85 seconds

shmmark#0: Wrote to a shared memory of size 11000 bytes in 0.00 seconds

shmmark#4: Wrote to a shared memory of size 11000 bytes in 0.15 seconds

shmmark#5: Wrote to a shared memory of size 11000 bytes in 0.25 seconds

shmmark#6: Wrote to a shared memory of size 11000 bytes in 0.36 seconds

shmmark#1: Wrote to a shared memory of size 11000 bytes in 0.46 seconds

shmmark#2: Wrote to a shared memory of size 11000 bytes in 0.57 seconds

shmmark#3: Wrote to a shared memory of size 11000 bytes in 0.86 seconds

shmmark#0: Wrote to a shared memory of size 25000 bytes in 0.00 seconds

shmmark#4: Wrote to a shared memory of size 25000 bytes in 0.17 seconds

shmmark#5: Wrote to a shared memory of size 25000 bytes in 0.27 seconds

shmmark#1: Wrote to a shared memory of size 25000 bytes in 0.38 seconds

shmmark#6: Wrote to a shared memory of size 25000 bytes in 0.49 seconds

shmmark#2: Wrote to a shared memory of size 25000 bytes in 0.61 seconds

shmmark#3: Wrote to a shared memory of size 25000 bytes in 0.92 seconds

shmmark#0: Wrote to a shared memory of size 50000 bytes in 0.00 seconds

shmmark#4: Wrote to a shared memory of size 50000 bytes in 0.19 seconds

shmmark#1: Wrote to a shared memory of size 50000 bytes in 0.30 seconds

shmmark#5: Wrote to a shared memory of size 50000 bytes in 0.41 seconds

shmmark#6: Wrote to a shared memory of size 50000 bytes in 0.51 seconds

shmmark#2: Wrote to a shared memory of size 50000 bytes in 0.66 seconds

shmmark#3: Wrote to a shared memory of size 50000 bytes in 0.99 seconds

shmmark#0: Wrote to a shared memory of size 80000 bytes in 0.00 seconds

shmmark#4: Wrote to a shared memory of size 80000 bytes in 0.23 seconds

shmmark#1: Wrote to a shared memory of size 80000 bytes in 0.35 seconds

shmmark#5: Wrote to a shared memory of size 80000 bytes in 0.46 seconds

shmmark#6: Wrote to a shared memory of size 80000 bytes in 0.57 seconds

shmmark#2: Wrote to a shared memory of size 80000 bytes in 0.76 seconds

shmmark#3: Wrote to a shared memory of size 80000 bytes in 1.12 seconds

A.4.2 Sample Output of syscalls

[jwaite@pants syscalls]$ ./sysbench

syscalls script: sysmark process started

sysmark: Started. Please Wait...

sysmark: Started. Please Wait...

Executed a semget() operation in 0.01 seconds

Executed a semget() operation in 0.01 seconds

Executed a msgget() operation in 0.01 seconds

Executed a msgget() operation in 0.01 seconds

Executed a shmget() operation in 0.01 seconds

Executed a shmget() operation in 0.01 seconds

Can execute 173.56 semctl()s (IPC_STAT) per second

Can execute 168.42 semctl()s (IPC_STAT) per second

Can execute 197.68 semctl()s (IPC_SET) per second

Can execute 194.68 semctl()s (IPC_SET) per second

Can execute 194.68 msgctl()s (IPC_STAT) per second

Can execute 191.04 msgctl()s (IPC_STAT) per second

Can execute 195.42 msgctl()s (IPC_SET) per second

Can execute 185.51 msgctl()s (IPC_SET) per second

Can execute 194.68 shmctl()s (IPC_STAT) per second

Can execute 192.48 shmctl()s (IPC_STAT) per second

Can execute 200.00 shmctl()s (IPC_SET) per second

Can execute 196.92 shmctl()s (IPC_SET) per second

Can send 193.21 1 byte messages per second

Can receive 183.51 1 byte messages per second

Can send 179.33 1 byte messages per second

Can receive 187.55 1 byte messages per second

Can send 187.89 10 byte messages per second

Can receive 189.98 10 byte messages per second

Can send 187.89 10 byte messages per second

Can receive 185.17 10 byte messages per second

Can send 191.76 100 byte messages per second

Can receive 192.84 100 byte messages per second

Can send 189.63 100 byte messages per second

Can receive 188.24 100 byte messages per second

Can send 196.17 500 byte messages per second

Can receive 193.57 500 byte messages per second

Can send 196.55 500 byte messages per second

Can receive 182.86 500 byte messages per second

Can send 195.05 1000 byte messages per second

Can receive 178.71 1000 byte messages per second

Can send 182.21 1000 byte messages per second

Can receive 181.88 1000 byte messages per second

Can send 180.28 2000 byte messages per second

Can receive 181.88 2000 byte messages per second

Can send 73.00 2000 byte messages per second

Can receive 181.88 2000 byte messages per second

Can send 177.78 4000 byte messages per second

Can receive 178.40 4000 byte messages per second

Can send 134.56 4000 byte messages per second

Can receive 177.16 4000 byte messages per second

Can execute 190.69 semop()s per second

sysbench: Quiting

A.4.3 Sample Output of shmem (with PANTS)

[magius@beowulf shmem]$ ./shmbench 5

shmem script: shmark processes started

prex: entered

prex: arguments checked.

prex: checking for migratability.

prex: check the flags

prex: about to check env and flag

prex: checked and success

prex: setup args.

setenv

Sending /usr/bin/shmmark to node 192.168.1.2 now.

prex: entered

prex: arguments checked.

prex: checking for migratability.

prex: check the flags

prex: about to check env and flag

prex: checked and success

prex: setup args.

setenv

Sending /usr/bin/shmmark to node 192.168.1.5 now.

prex: entered

prex: arguments checked.

prex: checking for migratability.

prex: check the flags

prex: about to check env and flag

prex: checked and success

prex: setup args.

setenv

Sending /usr/bin/shmmark to node 192.168.1.6 now.

prex: entered

prex: arguments checked.

prex: checking for migratability.

prex: check the flags

prex: about to check env and flag

prex: checked and success

prex: setup args.

setenv

Sending /usr/bin/shmmark to node 192.168.1.7 now.

shmmark#0: Started...

prex: entered

prex: arguments checked.

prex: checking for migratability.

prex: check the flags

prex: about to check env and flag

prex: checked and success

prex: setup args.

setenv

Sending /usr/bin/shmmark to node 192.168.1.4 now.

shmmark#2: Started...

shmmark#1: Started...

shmmark#3: Started...

shmmark#4: Started...

shmmark#0: Wrote to a shared memory of size 1000 bytes in 0.12 seconds

shmmark#2: Wrote to a shared memory of size 1000 bytes in 0.29 seconds

shmmark#1: Wrote to a shared memory of size 1000 bytes in 0.50 seconds

shmmark#3: Wrote to a shared memory of size 1000 bytes in 0.69 seconds

shmmark#4: Wrote to a shared memory of size 1000 bytes in 0.86 seconds

shmmark#0: Wrote to a shared memory of size 3500 bytes in 0.15 seconds

shmmark#2: Wrote to a shared memory of size 3500 bytes in 0.26 seconds

shmmark#3: Wrote to a shared memory of size 3500 bytes in 0.36 seconds

shmmark#1: Wrote to a shared memory of size 3500 bytes in 0.46 seconds

shmmark#4: Wrote to a shared memory of size 3500 bytes in 0.74 seconds

shmmark#2: Wrote to a shared memory of size 7500 bytes in 0.15 seconds

shmmark#0: Wrote to a shared memory of size 7500 bytes in 0.25 seconds

shmmark#1: Wrote to a shared memory of size 7500 bytes in 0.36 seconds

shmmark#3: Wrote to a shared memory of size 7500 bytes in 0.46 seconds

shmmark#4: Wrote to a shared memory of size 7500 bytes in 0.74 seconds

shmmark#2: Wrote to a shared memory of size 11000 bytes in 0.14 seconds

shmmark#1: Wrote to a shared memory of size 11000 bytes in 0.25 seconds

shmmark#3: Wrote to a shared memory of size 11000 bytes in 0.35 seconds

shmmark#0: Wrote to a shared memory of size 11000 bytes in 0.45 seconds

shmmark#4: Wrote to a shared memory of size 11000 bytes in 0.75 seconds

shmmark#3: Wrote to a shared memory of size 25000 bytes in 0.15 seconds

shmmark#2: Wrote to a shared memory of size 25000 bytes in 0.25 seconds

shmmark#1: Wrote to a shared memory of size 25000 bytes in 0.36 seconds

shmmark#0: Wrote to a shared memory of size 25000 bytes in 0.46 seconds

shmmark#4: Wrote to a shared memory of size 25000 bytes in 0.77 seconds

shmmark#1: Wrote to a shared memory of size 50000 bytes in 0.16 seconds

shmmark#3: Wrote to a shared memory of size 50000 bytes in 0.26 seconds

shmmark#2: Wrote to a shared memory of size 50000 bytes in 0.37 seconds

shmmark#0: Wrote to a shared memory of size 50000 bytes in 0.48 seconds

shmmark#4: Wrote to a shared memory of size 50000 bytes in 0.80 seconds

shmmark#3: Wrote to a shared memory of size 80000 bytes in 0.17 seconds

shmmark#2: Wrote to a shared memory of size 80000 bytes in 0.28 seconds

shmmark#1: Wrote to a shared memory of size 80000 bytes in 0.39 seconds

shmmark#0: Wrote to a shared memory of size 80000 bytes in 0.50 seconds

shmmark#4: Wrote to a shared memory of size 80000 bytes in 0.84 seconds

A.5 DIPC Supported System Calls

Shared Memory:

· shmget(): Same as ordinary IPC.

· shmctl(): Recognized commands are: IPC_STAT, IPC_SET and IPC_RMID. Other commands are executed locally. 

· shmat(): Same as ordinary IPC.

· shmdt(): Same as ordinary IPC.

Message:

· msgget(): Same as ordinary IPC.

· msgctl(): Recognized commands are: IPC_SET, IPC_STAT and IPC_RMID. Other are executed locally.

· msgsnd(): Same as ordinary IPC.

· msgrcv(): Same as ordinary IPC.

Semaphore:
· semget(): Same as ordinary IPC.

· semctl(): Recognized commands are: IPC_STAT, IPC_SET, IPC_RMID, GETVAL, SETVAL, GETPID, GETNCNT, GETZCNT, GETALL and SETALL. Other commands are executed locally.

· semop(): Same as ordinary IPC.

B DIPC Installation and Operation

B.1 Installation

Once the Beowulf Cluster has been established, the DIPC package can be installed to extend IPC functionality.  The most current version of DIPC can always be found at: http://wallybox.cei.net/dipc/.

In order to install this package on current kernel versions of DIPC the file fault.c (located in usr/src/linux/arch/alpha/mm) must be modified by hand.  The problem here is that a label that DIPC references was removed in kernel versions later than 2.2.12.  To fix this change line 109 of fault.c to read out_unlock rather than the current out, DIPC will now exit by jumping to the correct label. 

1. DIPC is now ready to be installed.  After the file is uncompressed into a temporary directory the dipc.install file should be run.  (It may be of use to note that our installation of DIPC may be found in /home/shared/dipc-2.0.)  The script file will install and set up a series of files as well as make kernel modifications, all default options should be chosen.   

2. Machines in a DIPC Beowulf Cluster must be specifically specified as to which have access to IPC structures.  The IP addresses of all machines in the cluster should be specified in /etc/dipc.allow.

3. As the referee is a static machine that must be identified by all nodes in the cluster at startup, this information must be specified in a file known as dipc.conf located in the /etc directory.

4. DIPC runs DIPCD in the user space of Linux and therefore must have a valid user account.  We recommend using the following commands:

adduser –u 510 dipcd

set password dipcd


dipcd

5. The linux kernel must now be rebuilt.  Change the current directory to /usr/src/linux and type make xconfig.  Using the GUI tool linuxconf, change allow DIPC settings to y.

6. To finish compiling the kernel switch back to the /usr/src/linux directory and type the following: 

make dep

make clean

make vmlinux

cp vmlinux /boot/vmlinux-2.2.14-6.0-dipc

The system is now ready to be rebooted to the DIPC kernel.  DIPC will begin execution at startup.

B.2 Useful DIPC Commands

Since DIPC is a package that handles distributed IPC calls it works in the background.  However, there are ways that a user may view the IPC status of the cluster.  This is done through the dipcker command.  

· dipcker info will allow the user to view information on the current IPC structures residing across the cluster.  For each IPC structure on the cluster the user can see the machine that holds the structure, what type of structure it holds, the key to the structure, and what user executed the process that registered the structure.  

· dipcker rm <type> <key> will let the user remove an unwanted IPC structure residing on the system.  Type is specified by msg for message queues, shm for shared memory, and sem for semaphores.  The key is simply the key to the IPC structure and may be obtained by running dipcker info.  

In addition to the above commands at times it is often useful to check to see if DIPC is running in the background.  This information may be obtained with the following command:

ps –ael | grep dipc

If DIPC is indeed running then two processes will be shown for normal DIPC nodes and three processes will be shown for the DIPC referee.  These processes correspond to the DIPC backdoor and front door and the referee process if relevant.  If DIPC is not running nothing will be displayed.  Additional information on DIPC can be obtained from referring to the DIPC documentation located in /home/shared/dipc-2.0/docs.      

C  Installing Red Hat Linux on an Alpha

To install Red Hat Linux on a machine you must first obtain a Red Hat distribution CD.  To do so:

(
Go to www.redhat.com website and download the CD image.  

(
Burn the image onto a CD. 

Depending on which BIOS is installed, SRM Console or Alpha BIOS, installation procedures vary.  The following section describes the installation for both BIOS types.

C.1 Alpha Bios 

(
Insert Red Hat distribution CD into the CD-ROM.

(
Power cycle the machine.  

(
Enter Bios by pressing F2 key at boot up.

(
Go into “Utilities” and select “OS Selection Setup…”.

(
Press INSERT to create a new entry.  If three entries already exist, you must modify an existing one since the Bios can only store three entries.  The entry should look like:



Boot Name:
Linux CD



Boot File:
Disk 0, Partition 1
linload.exe



OS Path:
Disk 0, Partition 2
\



OS Options:
boot hda : kernels/generic.gz root=/dev/had

In “OS Options” entry, hda represents the CD-ROM device, kernels/generic.gz represents the location of the kernel image file to boot from and root=/dev/had specifies the device on which to mount root file system.  

(
Save changes and exit the Bios.

(
From OS selection menu, select Linux CD.  This will start the OS installation.

(
Follow directions on the screen.  NOTE:  When performing custom partitioning, DO NOT remove the 8MB dos partition.  It contains linload.exe file, which is critical to OS bootup.

C.2 SRM Console

(
Power cycle the machine.

(
When blue screen appears, press Ctrl-C several times to enter the Bios.

(
At the prompt type:



>>> show dev

This will display the devices installed on the system.  Locate your CD-ROM drive.  It is usually represented by name dqa0.

(
At the prompt type:



>>> boot dqa0 –file kernels/generic.gz –flags “root=/dev/hda”
dqa0 represents the CD-ROM drive, kernels/generic.gz represents the location of the kernel image file to boot from on the CD and root=/dev/hda specifies the partition on which to mount root file system.  This will start the OS installation program.

(
Follow instruction on the screen.

(
Once the installation is completed, power cycle the machine and enter the Bios.

(
At the prompt type:



>>> show |more


This will display the environment variables.

(
The environment variables are set to automatically boot off the CD-ROM.  In order to boot automatically to the newly installed kernel in /boot directory, the environment variables need to be changed.  To do so, at the prompt type:



>>> set boot_file /boot/vmlinux-2.2.14-6.0

where /boot/vmlinux-2.2.14-6.0 is a kernel image file location.



>>> set boot_osflags root=/dev/sdb1

where root=/dev/sdb1 is the partition on which to mount root file system.



>>> set bootdef_dev dka200

where dka200 is the device to boot from.

(
Now you’re ready to boot off the newly installed kernel.  At the SRM Console prompt type:



>>> boot

References

1. Becker, Donald, and Phil Merkey, The Beowulf Project, http://www.beowulf.org, May 2000.

2. Breeden, David, The Adventures of Beowulf, http://www.lone-star.net/literature/beowulf/beowulf.html, 1999.

3. Computer Science & Mathematics Division Homepage, PVM: Parallel Virtual Machine, http://www.epm.ornl.gov/pvm/pvm_home.html, January 2001.

4. Dickson, Kevin,  Charles Homic, Bryan Villamin. Extreme Linux Abstract for the Atlanta Linux Showcase, http://pants.wpi.edu/mqp00/als/html/als.html, May 2000.

5. Dickson, Kevin, Charles Homic, Bryan Villamin. Putting PANTS on Linux – Transparent Load Sharing in a Beowulf Cluster, http://pants.wpi.edu/mqp00/pants/html/pants.html, May 2000.

6. GNU Project - Free Software Foundation (FSF), Software, http://www.gnu.org/software/software.html, January 2001.

7. Gropp, Bill and Ewing Lusk, The Message Passing Interface (MPI) standard, http://www-unix.mcs.anl.gov/mpi/index.html, January 2001.

8. Karimi, Kamran and Moshen Sharifi. DIPC: THE Linux way of Distributed Programming,  http://www2.linuxjournal.com/lj-issues/issue57/2417.html, February, 2000.

9. Karimi, Kamran. Benchmark Readme, DIPC Documentation, 2000.

10. Karimi, Kamran. Goals.doc, DIPC Documentation, 2000.

11. Karimi, Kamran. Kamran Karimi’s Homepage, http://www.cs.uregina.ca/~karimi, 2001.

12. Karimi, Kamran. Programming.doc, DIPC Documentation, 2000.

13. Karimi, Kamran. Theory.doc, DIPC Documentation, 2000

14. Ligon, Walter, History of Beowulf Clusters – Beowulf Howto, http://www.beowulf.org/pipermail/beowulf/1998-June/000802.html, 1998.

15. Moyer, Jeffrey, PANTS Application Node Transparency System. http://segfault.dhs.org/ProcessMigration, May 1999.

16. Pinheiro, Eduardo, EPCKPT – A Checkpoint Utility for Linux Kernel, http://www.cs.rochester.edu/u/edpin/epckpt/ (mirror site). 

17. Spector, David HM, Building Linux Clusters, O’Reilly & Associates, Inc., 2000. 

18. Sterling, Thomas L., How to Build a Beowulf, The MIT Press, 1999.







PAGE  
iv

_1044641121.xls
Chart4

		1000		1000

		3500		3500

		7500		7500

		11000		11000

		25000		25000

		50000		50000

		80000		80000



Without PANTS

With PANTS

Memory Size (bytes)

Time (seconds)

DIPC Shared Memory Benchmark (removed startup cost)

0.27

0.28

0.27

0.27

0.28

0.27

0.28

0.28

0.3

0.3

0.34

0.35

0.39

0.39



Sheet1

		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0

		0.16		0.14		0.14		0.14		0.15		0.18		0.21

		0.35		0.24		0.24		0.25		0.26		0.28		0.33

		0.55		0.35		0.35		0.36		0.38		0.44		0.52

		0.76		0.64		0.64		0.66		0.69		0.77		0.89

		0.11		0		0		0		0		0		0

		0.12		0.14		0.14		0.14		0.15		0.18		0.22

		0.3		0.24		0.24		0.24		0.26		0.29		0.33

		0.5		0.35		0.35		0.37		0.38		0.45		0.51

		0.65		0.64		0.65		0.65		0.7		0.78		0.87

		0		0		0		0		0		0		0

		0.2		0.14		0.14		0.15		0.16		0.18		0.24

		0.39		0.24		0.24		0.25		0.26		0.29		0.35

		0.57		0.35		0.35		0.36		0.39		0.44		0.55

		0.75		0.64		0.65		0.66		0.7		0.77		0.92

		0		0		0		0		0		0		0

		0.18		0.14		0.13		0.14		0.16		0.19		0.23

		0.36		0.24		0.24		0.24		0.26		0.3		0.34

		0.56		0.35		0.35		0.36		0.39		0.46		0.53

		0.75		0.64		0.65		0.65		0.69		0.78		0.88

		0		0		0		0		0		0		0

		0.17		0.14		0.14		0.14		0.15		0.18		0.22

		0.27		0.24		0.24		0.24		0.26		0.29		0.33

		0.52		0.35		0.35		0.36		0.38		0.44		0.52

		0.64		0.64		0.65		0.65		0.7		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000		no PANTS

		0		0		0		0		0		0		0

		0.16		0.13		0.13		0.14		0.15		0.18		0.24

		0.35		0.24		0.24		0.24		0.26		0.29		0.35

		0.56		0.34		0.35		0.35		0.38		0.45		0.53

		0.75		0.63		0.65		0.65		0.69		0.78		0.89

		0		0		0		0		0		0		0

		0.28		0.14		0.14		0.14		0.17		0.28		0.21

		0.38		0.24		0.24		0.25		0.28		0.31		0.33

		0.69		0.35		0.35		0.36		0.4		0.46		0.52

		0.89		0.63		0.64		0.66		0.71		0.79		0.88

		0		0		0		0		0		0		0

		0.14		0.13		0.13		0.14		0.15		0.18		0.22

		0.33		0.24		0.23		0.24		0.26		0.29		0.33

		0.55		0.34		0.35		0.36		0.39		0.44		0.51

		0.75		0.64		0.64		0.65		0.7		0.77		0.86

		0		0		0		0		0		0		0

		0.14		0.13		0.14		0.15		0.16		0.19		0.23

		0.25		0.24		0.25		0.25		0.26		0.3		0.34

		0.54		0.35		0.36		0.37		0.39		0.45		0.53

		0.74		0.64		0.64		0.66		0.7		0.78		0.9

		0		0		0		0		0		0		0

		0.15		0.13		0.14		0.14		0.15		0.19		0.21

		0.34		0.24		0.24		0.24		0.26		0.3		0.33

		0.55		0.34		0.35		0.36		0.38		0.45		0.51

		0.75		0.63		0.65		0.65		0.69		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000

		0.35		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.37		0.27		0.27		0.28		0.3		0.35		0.39		pants

		0.2872960146		0.219317122		0.2228429941		0.2261172262		0.2408374279		0.2672994575		0.3036719721		st. dev.

		0.2563051567		0.2207562759		0.2237952934		0.2259793501		0.240161751		0.2679135433		0.3060517385		st. dev.

		1000		3500		7500		11000		25000		50000		80000				(w/o startup cost)

		0.27		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.28		0.27		0.27		0.28		0.3		0.35		0.39		pants





Chart1

		1000		1000

		3500		3500

		7500		7500

		11000		11000

		25000		25000

		50000		50000

		80000		80000



Without PANTS

With PANTS

Memory Size (bytes)

Time (seconds)

DIPC Shared Memory Benchmark -  PANTS vs. no PANTS

0.35

0.37

0.27

0.27

0.28

0.27

0.28

0.28

0.3

0.3

0.34

0.35

0.39

0.39



Sheet2

		1000		3500		7500		11000		25000		50000		80000		no PANTS		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.15		0.13		0.14		0.14		0.14		0.16				0.14		0.19		0.14		0.14		0.14		0.15		0.16

		0.25		0.34		0.24		0.24		0.25		0.25		0.27				0.24		0.4		0.25		0.25		0.25		0.26		0.27

		0.35		0.46		0.34		0.35		0.35		0.37		0.38				0.35		0.61		0.35		0.35		0.35		0.37		0.38

		0.63		0.64		0.64		0.64		0.66		0.7		0.74				0.63		0.76		0.64		0.64		0.66		0.7		0.77

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.15		0.14		0.13		0.14		0.15		0.18		0.23				0.14		0.19		0.14		0.14		0.15		0.18		0.21

		0.25		0.23		0.25		0.24		0.26		0.29		0.34				0.24		0.24		0.24		0.25		0.26		0.29		0.32

		0.55		0.53		0.35		0.36		0.38		0.44		0.52				0.35		0.51		0.35		0.36		0.38		0.44		0.52

		0.74		0.74		0.65		0.65		0.69		0.78		0.89				0.63		0.64		0.65		0.65		0.7		0.78		0.88

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.14		0.15		0.18		0.22

		0.24		0.34		0.24		0.24		0.27		0.29		0.34				0.24		0.28		0.25		0.24		0.26		0.29		0.33

		0.35		0.54		0.35		0.36		0.39		0.46		0.59				0.34		0.52		0.36		0.36		0.38		0.44		0.51

		0.63		0.75		0.64		0.65		0.71		0.79		0.91				0.63		0.64		0.65		0.66		0.69		0.78		0.87

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.13		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.15		0.15		0.18		0.23

		0.24		0.24		0.24		0.24		0.26		0.29		0.33				0.24		0.28		0.24		0.25		0.26		0.29		0.34

		0.34		0.34		0.35		0.36		0.38		0.46		0.53				0.34		0.57		0.35		0.36		0.39		0.45		0.53

		0.63		0.63		0.64		0.65		0.69		0.79		0.9				0.63		0.74		0.64		0.65		0.69		0.78		0.9

		0		0		0		0		0		0		0

		0.14		0.15		0.14		0.14		0.16		0.18		0.22

		0.24		0.35		0.24		0.24		0.26		0.29		0.33

		0.35		0.55		0.35		0.36		0.39		0.44		0.53

		0.63		0.76		0.65		0.65		0.7		0.78		0.89

																with PANTS		0.27		0.35		0.28		0.28		0.29		0.33		0.37

																st. dev.		0.2187524436		0.2597625434		0.2237073982		0.2254229942		0.2380424553		0.2645472796		0.298515626

																no PANTS		0.28		0.33		0.27		0.27		0.3		0.33		0.38

																st. dev.		0.2317527418		0.2582776284		0.2224859546		0.224119016		0.2378879288		0.266775811		0.302746869





Chart2

		1000		1000

		3500		3500

		7500		7500

		11000		11000

		25000		25000

		50000		50000

		80000		80000



With PANTS

Without PANTS

Memory Size (bytes)

Time (seconds)

DIPC Shared Memory Benchmark - PANTS vs. no PANTS (changed write order)

0.27

0.28

0.35

0.33

0.28

0.27

0.28

0.27

0.29

0.3

0.33

0.33

0.37

0.38



Chart5

		1		1		1		1

		2		2		2		2

		3		3		3		3

		4		4		4		4

		5		5		5		5



7500 With PANTS

7500 Without PANTS

50000 With PANTS

50000 Without PANTS

Process

Time (Seconds)

DIPC Shared Memory Benchmark - Shared Memory Access Times

0

0

0

0

0.138

0.136

0.182

0.188

0.24

0.24

0.29

0.298

0.35

0.352

0.446

0.45

0.648

0.644

0.776

0.78



Sheet3

		With Pants														Without Pants

		1000		1		2		3		4		5				1000		1		2		3		4		5

				0		0.16		0.35		0.55		0.76

				0		0.12		0.3		0.5		0.65

				0		0.2		0.39		0.57		0.75

				0		0.18		0.36		0.56		0.75

				0		0.17		0.27		0.52		0.64

		avg		0		0.166		0.334		0.54		0.71				avg

		st dev		0		0.0296647939		0.0482700735		0.0291547595		0.0595818764				st dev

		3500		0		0.14		0.24		0.35		0.64				3500

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

		avg		0		0.14		0.24		0.35		0.64				avg

		st dev		0		0		0		0		0				st dev

		7500		0		0.14		0.24		0.35		0.64				7500		0		0.14		0.24		0.35		0.65

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.65						0		0.14		0.23		0.35		0.64

				0		0.13		0.24		0.35		0.65						0		0.14		0.25		0.36		0.64

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.65

		avg		0		0.138		0.24		0.35		0.648				avg		0		0.136		0.24		0.352		0.644

		st dev		0		0.004472136		0		0		0.004472136				st dev		0		0.0054772256		0.0070710678		0.004472136		0.0054772256

		11000		0		0.14		0.25		0.36		0.66				11000

				0		0.14		0.24		0.37		0.65

				0		0.15		0.25		0.36		0.66

				0		0.14		0.24		0.36		0.65

				0		0.14		0.24		0.36		0.65

		avg		0		0.142		0.244		0.362		0.654				avg

		stdev		0		0.004472136		0.0054772256		0.004472136		0.0054772256				stdev

		25000		0		0.15		0.26		0.38		0.69				25000

				0		0.15		0.26		0.38		0.7

				0		0.16		0.26		0.39		0.7

				0		0.16		0.26		0.39		0.69

				0		0.15		0.26		0.38		0.7

		avg		0		0.154		0.26		0.384		0.696				avg

		stdev		0		0.0054772256		0		0.0054772256		0.0054772256				stdev

		50000		0		0.18		0.28		0.44		0.77				50000		0		0.18		0.29		0.45		0.78

				0		0.18		0.29		0.45		0.78						0		0.2		0.31		0.46		0.79

				0		0.18		0.29		0.44		0.77						0		0.18		0.29		0.44		0.77

				0		0.19		0.3		0.46		0.78						0		0.19		0.3		0.45		0.78

				0		0.18		0.29		0.44		0.78						0		0.19		0.3		0.45		0.78

		avg		0		0.182		0.29		0.446		0.776				avg		0		0.188		0.298		0.45		0.78

		stdev		0		0.004472136		0.0070710678		0.0089442719		0.0054772256				stdev		0		0.0083666003		0.0083666003		0.0070710678		0.0063245553

		80000		0		0.21		0.33		0.52		0.89				80000

				0		0.22		0.33		0.51		0.87

				0		0.24		0.35		0.55		0.92

				0		0.23		0.34		0.53		0.88

				0		0.22		0.33		0.52		0.88

		avg		0		0.224		0.336		0.526		0.888				avg

		stdev		0		0.0114017543		0.0089442719		0.0151657509		0.0172046505				stdev





Chart3

		0		0		0		0		0		0		0

		0.2		0.14		0.14		0.15		0.16		0.18		0.24

		0.39		0.24		0.24		0.25		0.26		0.29		0.35

		0.57		0.35		0.35		0.36		0.39		0.44		0.55

		0.75		0.64		0.65		0.66		0.7		0.77		0.92



1000 bytes

3500 bytes

7500 bytes

11000 bytes

25000 bytes

50000 bytes

80000 bytes

Process

Time (seconds)

DIPC Shared Memory Benchmark - Shared Memory Access Times




_1044721785.xls
Chart4

		1000		1000

		3500		3500

		7500		7500

		11000		11000

		25000		25000

		50000		50000

		80000		80000



Without PANTS

With PANTS

Memory Size (bytes)

Time (seconds)

DIPC Shared Memory Benchmark (removed startup cost)

0.27

0.28

0.27

0.27

0.28

0.27

0.28

0.28

0.3

0.3

0.34

0.35

0.39

0.39



Sheet1

		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0

		0.16		0.14		0.14		0.14		0.15		0.18		0.21

		0.35		0.24		0.24		0.25		0.26		0.28		0.33

		0.55		0.35		0.35		0.36		0.38		0.44		0.52

		0.76		0.64		0.64		0.66		0.69		0.77		0.89

		0.11		0		0		0		0		0		0

		0.12		0.14		0.14		0.14		0.15		0.18		0.22

		0.3		0.24		0.24		0.24		0.26		0.29		0.33

		0.5		0.35		0.35		0.37		0.38		0.45		0.51

		0.65		0.64		0.65		0.65		0.7		0.78		0.87

		0		0		0		0		0		0		0

		0.2		0.14		0.14		0.15		0.16		0.18		0.24

		0.39		0.24		0.24		0.25		0.26		0.29		0.35

		0.57		0.35		0.35		0.36		0.39		0.44		0.55

		0.75		0.64		0.65		0.66		0.7		0.77		0.92

		0		0		0		0		0		0		0

		0.18		0.14		0.13		0.14		0.16		0.19		0.23

		0.36		0.24		0.24		0.24		0.26		0.3		0.34

		0.56		0.35		0.35		0.36		0.39		0.46		0.53

		0.75		0.64		0.65		0.65		0.69		0.78		0.88

		0		0		0		0		0		0		0

		0.17		0.14		0.14		0.14		0.15		0.18		0.22

		0.27		0.24		0.24		0.24		0.26		0.29		0.33

		0.52		0.35		0.35		0.36		0.38		0.44		0.52

		0.64		0.64		0.65		0.65		0.7		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000		no PANTS

		0		0		0		0		0		0		0

		0.16		0.13		0.13		0.14		0.15		0.18		0.24

		0.35		0.24		0.24		0.24		0.26		0.29		0.35

		0.56		0.34		0.35		0.35		0.38		0.45		0.53

		0.75		0.63		0.65		0.65		0.69		0.78		0.89

		0		0		0		0		0		0		0

		0.28		0.14		0.14		0.14		0.17		0.28		0.21

		0.38		0.24		0.24		0.25		0.28		0.31		0.33

		0.69		0.35		0.35		0.36		0.4		0.46		0.52

		0.89		0.63		0.64		0.66		0.71		0.79		0.88

		0		0		0		0		0		0		0

		0.14		0.13		0.13		0.14		0.15		0.18		0.22

		0.33		0.24		0.23		0.24		0.26		0.29		0.33

		0.55		0.34		0.35		0.36		0.39		0.44		0.51

		0.75		0.64		0.64		0.65		0.7		0.77		0.86

		0		0		0		0		0		0		0

		0.14		0.13		0.14		0.15		0.16		0.19		0.23

		0.25		0.24		0.25		0.25		0.26		0.3		0.34

		0.54		0.35		0.36		0.37		0.39		0.45		0.53

		0.74		0.64		0.64		0.66		0.7		0.78		0.9

		0		0		0		0		0		0		0

		0.15		0.13		0.14		0.14		0.15		0.19		0.21

		0.34		0.24		0.24		0.24		0.26		0.3		0.33

		0.55		0.34		0.35		0.36		0.38		0.45		0.51

		0.75		0.63		0.65		0.65		0.69		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000

		0.35		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.37		0.27		0.27		0.28		0.3		0.35		0.39		pants

		0.2872960146		0.219317122		0.2228429941		0.2261172262		0.2408374279		0.2672994575		0.3036719721		st. dev.

		0.2563051567		0.2207562759		0.2237952934		0.2259793501		0.240161751		0.2679135433		0.3060517385		st. dev.

		1000		3500		7500		11000		25000		50000		80000				(w/o startup cost)

		0.27		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.28		0.27		0.27		0.28		0.3		0.35		0.39		pants
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Sheet2

		1000		3500		7500		11000		25000		50000		80000		no PANTS		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.15		0.13		0.14		0.14		0.14		0.16				0.14		0.19		0.14		0.14		0.14		0.15		0.16

		0.25		0.34		0.24		0.24		0.25		0.25		0.27				0.24		0.4		0.25		0.25		0.25		0.26		0.27

		0.35		0.46		0.34		0.35		0.35		0.37		0.38				0.35		0.61		0.35		0.35		0.35		0.37		0.38

		0.63		0.64		0.64		0.64		0.66		0.7		0.74				0.63		0.76		0.64		0.64		0.66		0.7		0.77

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.15		0.14		0.13		0.14		0.15		0.18		0.23				0.14		0.19		0.14		0.14		0.15		0.18		0.21

		0.25		0.23		0.25		0.24		0.26		0.29		0.34				0.24		0.24		0.24		0.25		0.26		0.29		0.32

		0.55		0.53		0.35		0.36		0.38		0.44		0.52				0.35		0.51		0.35		0.36		0.38		0.44		0.52

		0.74		0.74		0.65		0.65		0.69		0.78		0.89				0.63		0.64		0.65		0.65		0.7		0.78		0.88

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.14		0.15		0.18		0.22

		0.24		0.34		0.24		0.24		0.27		0.29		0.34				0.24		0.28		0.25		0.24		0.26		0.29		0.33

		0.35		0.54		0.35		0.36		0.39		0.46		0.59				0.34		0.52		0.36		0.36		0.38		0.44		0.51

		0.63		0.75		0.64		0.65		0.71		0.79		0.91				0.63		0.64		0.65		0.66		0.69		0.78		0.87

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.13		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.15		0.15		0.18		0.23

		0.24		0.24		0.24		0.24		0.26		0.29		0.33				0.24		0.28		0.24		0.25		0.26		0.29		0.34

		0.34		0.34		0.35		0.36		0.38		0.46		0.53				0.34		0.57		0.35		0.36		0.39		0.45		0.53

		0.63		0.63		0.64		0.65		0.69		0.79		0.9				0.63		0.74		0.64		0.65		0.69		0.78		0.9

		0		0		0		0		0		0		0

		0.14		0.15		0.14		0.14		0.16		0.18		0.22

		0.24		0.35		0.24		0.24		0.26		0.29		0.33

		0.35		0.55		0.35		0.36		0.39		0.44		0.53

		0.63		0.76		0.65		0.65		0.7		0.78		0.89

																with PANTS		0.27		0.35		0.28		0.28		0.29		0.33		0.37

																st. dev.		0.2187524436		0.2597625434		0.2237073982		0.2254229942		0.2380424553		0.2645472796		0.298515626

																no PANTS		0.28		0.33		0.27		0.27		0.3		0.33		0.38

																st. dev.		0.2317527418		0.2582776284		0.2224859546		0.224119016		0.2378879288		0.266775811		0.302746869
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Sheet3

		With Pants														Without Pants

		1000		1		2		3		4		5				1000		1		2		3		4		5

				0		0.16		0.35		0.55		0.76

				0		0.12		0.3		0.5		0.65

				0		0.2		0.39		0.57		0.75

				0		0.18		0.36		0.56		0.75

				0		0.17		0.27		0.52		0.64

		avg		0		0.166		0.334		0.54		0.71				avg

		st dev		0		0.0296647939		0.0482700735		0.0291547595		0.0595818764				st dev

		3500		0		0.14		0.24		0.35		0.64				3500

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

		avg		0		0.14		0.24		0.35		0.64				avg

		st dev		0		0		0		0		0				st dev

		7500		0		0.14		0.24		0.35		0.64				7500		0		0.14		0.24		0.35		0.65

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.65						0		0.14		0.23		0.35		0.64

				0		0.13		0.24		0.35		0.65						0		0.14		0.25		0.36		0.64

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.65

		avg		0		0.138		0.24		0.35		0.648				avg		0		0.136		0.24		0.352		0.644

		st dev		0		0.004472136		0		0		0.004472136				st dev		0		0.0054772256		0.0070710678		0.004472136		0.0054772256

		11000		0		0.14		0.25		0.36		0.66				11000

				0		0.14		0.24		0.37		0.65

				0		0.15		0.25		0.36		0.66

				0		0.14		0.24		0.36		0.65

				0		0.14		0.24		0.36		0.65

		avg		0		0.142		0.244		0.362		0.654				avg

		stdev		0		0.004472136		0.0054772256		0.004472136		0.0054772256				stdev

		25000		0		0.15		0.26		0.38		0.69				25000

				0		0.15		0.26		0.38		0.7

				0		0.16		0.26		0.39		0.7

				0		0.16		0.26		0.39		0.69

				0		0.15		0.26		0.38		0.7

		avg		0		0.154		0.26		0.384		0.696				avg

		stdev		0		0.0054772256		0		0.0054772256		0.0054772256				stdev

		50000		0		0.18		0.28		0.44		0.77				50000		0		0.18		0.29		0.45		0.78

				0		0.18		0.29		0.45		0.78						0		0.2		0.31		0.46		0.79

				0		0.18		0.29		0.44		0.77						0		0.18		0.29		0.44		0.77

				0		0.19		0.3		0.46		0.78						0		0.19		0.3		0.45		0.78

				0		0.18		0.29		0.44		0.78						0		0.19		0.3		0.45		0.78

		avg		0		0.182		0.29		0.446		0.776				avg		0		0.188		0.298		0.45		0.78

		stdev		0		0.004472136		0.0070710678		0.0089442719		0.0054772256				stdev		0		0.0083666003		0.0083666003		0.0070710678		0.0063245553

		80000		0		0.21		0.33		0.52		0.89				80000

				0		0.22		0.33		0.51		0.87

				0		0.24		0.35		0.55		0.92

				0		0.23		0.34		0.53		0.88

				0		0.22		0.33		0.52		0.88

		avg		0		0.224		0.336		0.526		0.888				avg

		stdev		0		0.0114017543		0.0089442719		0.0151657509		0.0172046505				stdev
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Sheet1

		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0

		0.16		0.14		0.14		0.14		0.15		0.18		0.21

		0.35		0.24		0.24		0.25		0.26		0.28		0.33

		0.55		0.35		0.35		0.36		0.38		0.44		0.52

		0.76		0.64		0.64		0.66		0.69		0.77		0.89

		0.11		0		0		0		0		0		0

		0.12		0.14		0.14		0.14		0.15		0.18		0.22

		0.3		0.24		0.24		0.24		0.26		0.29		0.33

		0.5		0.35		0.35		0.37		0.38		0.45		0.51

		0.65		0.64		0.65		0.65		0.7		0.78		0.87

		0		0		0		0		0		0		0

		0.2		0.14		0.14		0.15		0.16		0.18		0.24

		0.39		0.24		0.24		0.25		0.26		0.29		0.35

		0.57		0.35		0.35		0.36		0.39		0.44		0.55

		0.75		0.64		0.65		0.66		0.7		0.77		0.92

		0		0		0		0		0		0		0

		0.18		0.14		0.13		0.14		0.16		0.19		0.23

		0.36		0.24		0.24		0.24		0.26		0.3		0.34

		0.56		0.35		0.35		0.36		0.39		0.46		0.53

		0.75		0.64		0.65		0.65		0.69		0.78		0.88

		0		0		0		0		0		0		0

		0.17		0.14		0.14		0.14		0.15		0.18		0.22

		0.27		0.24		0.24		0.24		0.26		0.29		0.33

		0.52		0.35		0.35		0.36		0.38		0.44		0.52

		0.64		0.64		0.65		0.65		0.7		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000		no PANTS

		0		0		0		0		0		0		0

		0.16		0.13		0.13		0.14		0.15		0.18		0.24

		0.35		0.24		0.24		0.24		0.26		0.29		0.35

		0.56		0.34		0.35		0.35		0.38		0.45		0.53

		0.75		0.63		0.65		0.65		0.69		0.78		0.89

		0		0		0		0		0		0		0

		0.28		0.14		0.14		0.14		0.17		0.28		0.21

		0.38		0.24		0.24		0.25		0.28		0.31		0.33

		0.69		0.35		0.35		0.36		0.4		0.46		0.52

		0.89		0.63		0.64		0.66		0.71		0.79		0.88

		0		0		0		0		0		0		0

		0.14		0.13		0.13		0.14		0.15		0.18		0.22

		0.33		0.24		0.23		0.24		0.26		0.29		0.33

		0.55		0.34		0.35		0.36		0.39		0.44		0.51

		0.75		0.64		0.64		0.65		0.7		0.77		0.86

		0		0		0		0		0		0		0

		0.14		0.13		0.14		0.15		0.16		0.19		0.23

		0.25		0.24		0.25		0.25		0.26		0.3		0.34

		0.54		0.35		0.36		0.37		0.39		0.45		0.53

		0.74		0.64		0.64		0.66		0.7		0.78		0.9

		0		0		0		0		0		0		0

		0.15		0.13		0.14		0.14		0.15		0.19		0.21

		0.34		0.24		0.24		0.24		0.26		0.3		0.33

		0.55		0.34		0.35		0.36		0.38		0.45		0.51

		0.75		0.63		0.65		0.65		0.69		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000

		0.35		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.37		0.27		0.27		0.28		0.3		0.35		0.39		pants

		0.2872960146		0.219317122		0.2228429941		0.2261172262		0.2408374279		0.2672994575		0.3036719721		st. dev.

		0.2563051567		0.2207562759		0.2237952934		0.2259793501		0.240161751		0.2679135433		0.3060517385		st. dev.

		1000		3500		7500		11000		25000		50000		80000				(w/o startup cost)

		0.27		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.28		0.27		0.27		0.28		0.3		0.35		0.39		pants
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Sheet2

		1000		3500		7500		11000		25000		50000		80000		no PANTS		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.15		0.13		0.14		0.14		0.14		0.16				0.14		0.19		0.14		0.14		0.14		0.15		0.16

		0.25		0.34		0.24		0.24		0.25		0.25		0.27				0.24		0.4		0.25		0.25		0.25		0.26		0.27

		0.35		0.46		0.34		0.35		0.35		0.37		0.38				0.35		0.61		0.35		0.35		0.35		0.37		0.38

		0.63		0.64		0.64		0.64		0.66		0.7		0.74				0.63		0.76		0.64		0.64		0.66		0.7		0.77

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.15		0.14		0.13		0.14		0.15		0.18		0.23				0.14		0.19		0.14		0.14		0.15		0.18		0.21

		0.25		0.23		0.25		0.24		0.26		0.29		0.34				0.24		0.24		0.24		0.25		0.26		0.29		0.32

		0.55		0.53		0.35		0.36		0.38		0.44		0.52				0.35		0.51		0.35		0.36		0.38		0.44		0.52

		0.74		0.74		0.65		0.65		0.69		0.78		0.89				0.63		0.64		0.65		0.65		0.7		0.78		0.88

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.14		0.15		0.18		0.22

		0.24		0.34		0.24		0.24		0.27		0.29		0.34				0.24		0.28		0.25		0.24		0.26		0.29		0.33

		0.35		0.54		0.35		0.36		0.39		0.46		0.59				0.34		0.52		0.36		0.36		0.38		0.44		0.51

		0.63		0.75		0.64		0.65		0.71		0.79		0.91				0.63		0.64		0.65		0.66		0.69		0.78		0.87

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.13		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.15		0.15		0.18		0.23

		0.24		0.24		0.24		0.24		0.26		0.29		0.33				0.24		0.28		0.24		0.25		0.26		0.29		0.34

		0.34		0.34		0.35		0.36		0.38		0.46		0.53				0.34		0.57		0.35		0.36		0.39		0.45		0.53

		0.63		0.63		0.64		0.65		0.69		0.79		0.9				0.63		0.74		0.64		0.65		0.69		0.78		0.9

		0		0		0		0		0		0		0

		0.14		0.15		0.14		0.14		0.16		0.18		0.22

		0.24		0.35		0.24		0.24		0.26		0.29		0.33

		0.35		0.55		0.35		0.36		0.39		0.44		0.53

		0.63		0.76		0.65		0.65		0.7		0.78		0.89

																with PANTS		0.27		0.35		0.28		0.28		0.29		0.33		0.37

																st. dev.		0.2187524436		0.2597625434		0.2237073982		0.2254229942		0.2380424553		0.2645472796		0.298515626

																no PANTS		0.28		0.33		0.27		0.27		0.3		0.33		0.38

																st. dev.		0.2317527418		0.2582776284		0.2224859546		0.224119016		0.2378879288		0.266775811		0.302746869
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Sheet3

		With Pants														Without Pants

		1000		1		2		3		4		5				1000		1		2		3		4		5

				0		0.16		0.35		0.55		0.76

				0		0.12		0.3		0.5		0.65

				0		0.2		0.39		0.57		0.75

				0		0.18		0.36		0.56		0.75

				0		0.17		0.27		0.52		0.64

		avg		0		0.166		0.334		0.54		0.71				avg

		st dev		0		0.0296647939		0.0482700735		0.0291547595		0.0595818764				st dev

		3500		0		0.14		0.24		0.35		0.64				3500

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

		avg		0		0.14		0.24		0.35		0.64				avg

		st dev		0		0		0		0		0				st dev

		7500		0		0.14		0.24		0.35		0.64				7500		0		0.14		0.24		0.35		0.65

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.65						0		0.14		0.23		0.35		0.64

				0		0.13		0.24		0.35		0.65						0		0.14		0.25		0.36		0.64

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.65

		avg		0		0.138		0.24		0.35		0.648				avg		0		0.136		0.24		0.352		0.644

		st dev		0		0.004472136		0		0		0.004472136				st dev		0		0.0054772256		0.0070710678		0.004472136		0.0054772256

		11000		0		0.14		0.25		0.36		0.66				11000

				0		0.14		0.24		0.37		0.65

				0		0.15		0.25		0.36		0.66

				0		0.14		0.24		0.36		0.65

				0		0.14		0.24		0.36		0.65

		avg		0		0.142		0.244		0.362		0.654				avg

		stdev		0		0.004472136		0.0054772256		0.004472136		0.0054772256				stdev

		25000		0		0.15		0.26		0.38		0.69				25000

				0		0.15		0.26		0.38		0.7

				0		0.16		0.26		0.39		0.7

				0		0.16		0.26		0.39		0.69

				0		0.15		0.26		0.38		0.7

		avg		0		0.154		0.26		0.384		0.696				avg

		stdev		0		0.0054772256		0		0.0054772256		0.0054772256				stdev

		50000		0		0.18		0.28		0.44		0.77				50000		0		0.18		0.29		0.45		0.78

				0		0.18		0.29		0.45		0.78						0		0.2		0.31		0.46		0.79

				0		0.18		0.29		0.44		0.77						0		0.18		0.29		0.44		0.77

				0		0.19		0.3		0.46		0.78						0		0.19		0.3		0.45		0.78

				0		0.18		0.29		0.44		0.78						0		0.19		0.3		0.45		0.78

		avg		0		0.182		0.29		0.446		0.776				avg		0		0.188		0.298		0.45		0.78

		stdev		0		0.004472136		0.0070710678		0.0089442719		0.0054772256				stdev		0		0.0083666003		0.0083666003		0.0070710678		0.0063245553

		80000		0		0.21		0.33		0.52		0.89				80000

				0		0.22		0.33		0.51		0.87

				0		0.24		0.35		0.55		0.92

				0		0.23		0.34		0.53		0.88

				0		0.22		0.33		0.52		0.88

		avg		0		0.224		0.336		0.526		0.888				avg

		stdev		0		0.0114017543		0.0089442719		0.0151657509		0.0172046505				stdev
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				Bigsum		Newbigsum

		1		26.85		26.91		0.06

		2		13.82		13.95		0.13

		3		9.29		9.44		0.15
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		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0

		0.16		0.14		0.14		0.14		0.15		0.18		0.21

		0.35		0.24		0.24		0.25		0.26		0.28		0.33

		0.55		0.35		0.35		0.36		0.38		0.44		0.52

		0.76		0.64		0.64		0.66		0.69		0.77		0.89

		0.11		0		0		0		0		0		0

		0.12		0.14		0.14		0.14		0.15		0.18		0.22

		0.3		0.24		0.24		0.24		0.26		0.29		0.33

		0.5		0.35		0.35		0.37		0.38		0.45		0.51

		0.65		0.64		0.65		0.65		0.7		0.78		0.87

		0		0		0		0		0		0		0

		0.2		0.14		0.14		0.15		0.16		0.18		0.24

		0.39		0.24		0.24		0.25		0.26		0.29		0.35

		0.57		0.35		0.35		0.36		0.39		0.44		0.55

		0.75		0.64		0.65		0.66		0.7		0.77		0.92

		0		0		0		0		0		0		0

		0.18		0.14		0.13		0.14		0.16		0.19		0.23

		0.36		0.24		0.24		0.24		0.26		0.3		0.34

		0.56		0.35		0.35		0.36		0.39		0.46		0.53

		0.75		0.64		0.65		0.65		0.69		0.78		0.88

		0		0		0		0		0		0		0

		0.17		0.14		0.14		0.14		0.15		0.18		0.22

		0.27		0.24		0.24		0.24		0.26		0.29		0.33

		0.52		0.35		0.35		0.36		0.38		0.44		0.52

		0.64		0.64		0.65		0.65		0.7		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000		no PANTS

		0		0		0		0		0		0		0

		0.16		0.13		0.13		0.14		0.15		0.18		0.24

		0.35		0.24		0.24		0.24		0.26		0.29		0.35

		0.56		0.34		0.35		0.35		0.38		0.45		0.53

		0.75		0.63		0.65		0.65		0.69		0.78		0.89

		0		0		0		0		0		0		0

		0.28		0.14		0.14		0.14		0.17		0.28		0.21

		0.38		0.24		0.24		0.25		0.28		0.31		0.33

		0.69		0.35		0.35		0.36		0.4		0.46		0.52

		0.89		0.63		0.64		0.66		0.71		0.79		0.88

		0		0		0		0		0		0		0

		0.14		0.13		0.13		0.14		0.15		0.18		0.22

		0.33		0.24		0.23		0.24		0.26		0.29		0.33

		0.55		0.34		0.35		0.36		0.39		0.44		0.51

		0.75		0.64		0.64		0.65		0.7		0.77		0.86

		0		0		0		0		0		0		0

		0.14		0.13		0.14		0.15		0.16		0.19		0.23

		0.25		0.24		0.25		0.25		0.26		0.3		0.34

		0.54		0.35		0.36		0.37		0.39		0.45		0.53

		0.74		0.64		0.64		0.66		0.7		0.78		0.9

		0		0		0		0		0		0		0

		0.15		0.13		0.14		0.14		0.15		0.19		0.21

		0.34		0.24		0.24		0.24		0.26		0.3		0.33

		0.55		0.34		0.35		0.36		0.38		0.45		0.51

		0.75		0.63		0.65		0.65		0.69		0.78		0.88

		1000		3500		7500		11000		25000		50000		80000

		0.35		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.37		0.27		0.27		0.28		0.3		0.35		0.39		pants

		0.2872960146		0.219317122		0.2228429941		0.2261172262		0.2408374279		0.2672994575		0.3036719721		st. dev.

		0.2563051567		0.2207562759		0.2237952934		0.2259793501		0.240161751		0.2679135433		0.3060517385		st. dev.

		1000		3500		7500		11000		25000		50000		80000				(w/o startup cost)

		0.27		0.27		0.28		0.28		0.3		0.34		0.39		no pants

		0.28		0.27		0.27		0.28		0.3		0.35		0.39		pants
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Sheet2

		1000		3500		7500		11000		25000		50000		80000		no PANTS		1000		3500		7500		11000		25000		50000		80000		with PANTS

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.15		0.13		0.14		0.14		0.14		0.16				0.14		0.19		0.14		0.14		0.14		0.15		0.16

		0.25		0.34		0.24		0.24		0.25		0.25		0.27				0.24		0.4		0.25		0.25		0.25		0.26		0.27

		0.35		0.46		0.34		0.35		0.35		0.37		0.38				0.35		0.61		0.35		0.35		0.35		0.37		0.38

		0.63		0.64		0.64		0.64		0.66		0.7		0.74				0.63		0.76		0.64		0.64		0.66		0.7		0.77

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.15		0.14		0.13		0.14		0.15		0.18		0.23				0.14		0.19		0.14		0.14		0.15		0.18		0.21

		0.25		0.23		0.25		0.24		0.26		0.29		0.34				0.24		0.24		0.24		0.25		0.26		0.29		0.32

		0.55		0.53		0.35		0.36		0.38		0.44		0.52				0.35		0.51		0.35		0.36		0.38		0.44		0.52

		0.74		0.74		0.65		0.65		0.69		0.78		0.89				0.63		0.64		0.65		0.65		0.7		0.78		0.88

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.14		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.14		0.15		0.18		0.22

		0.24		0.34		0.24		0.24		0.27		0.29		0.34				0.24		0.28		0.25		0.24		0.26		0.29		0.33

		0.35		0.54		0.35		0.36		0.39		0.46		0.59				0.34		0.52		0.36		0.36		0.38		0.44		0.51

		0.63		0.75		0.64		0.65		0.71		0.79		0.91				0.63		0.64		0.65		0.66		0.69		0.78		0.87

		0		0		0		0		0		0		0				0		0		0		0		0		0		0

		0.13		0.14		0.14		0.14		0.16		0.18		0.22				0.13		0.18		0.14		0.15		0.15		0.18		0.23

		0.24		0.24		0.24		0.24		0.26		0.29		0.33				0.24		0.28		0.24		0.25		0.26		0.29		0.34

		0.34		0.34		0.35		0.36		0.38		0.46		0.53				0.34		0.57		0.35		0.36		0.39		0.45		0.53

		0.63		0.63		0.64		0.65		0.69		0.79		0.9				0.63		0.74		0.64		0.65		0.69		0.78		0.9

		0		0		0		0		0		0		0

		0.14		0.15		0.14		0.14		0.16		0.18		0.22

		0.24		0.35		0.24		0.24		0.26		0.29		0.33

		0.35		0.55		0.35		0.36		0.39		0.44		0.53

		0.63		0.76		0.65		0.65		0.7		0.78		0.89

																with PANTS		0.27		0.35		0.28		0.28		0.29		0.33		0.37

																st. dev.		0.2187524436		0.2597625434		0.2237073982		0.2254229942		0.2380424553		0.2645472796		0.298515626

																no PANTS		0.28		0.33		0.27		0.27		0.3		0.33		0.38

																st. dev.		0.2317527418		0.2582776284		0.2224859546		0.224119016		0.2378879288		0.266775811		0.302746869





Chart2

		1000		1000

		3500		3500

		7500		7500

		11000		11000

		25000		25000

		50000		50000

		80000		80000



With PANTS

Without PANTS

Memory Size (bytes)

Time (seconds)

DIPC Shared Memory Benchmark - PANTS vs. no PANTS (changed write order)

0.27

0.28

0.35

0.33

0.28

0.27

0.28

0.27

0.29

0.3

0.33

0.33

0.37

0.38



Chart5

		1		1		1		1

		2		2		2		2

		3		3		3		3

		4		4		4		4

		5		5		5		5



7500 With PANTS

7500 Without PANTS

50000 With PANTS

50000 Without PANTS

Process

Time (Seconds)

DIPC Shared Memory Benchmark - Shared Memory Access Times

0

0

0

0

0.138

0.136

0.182

0.188

0.24

0.24

0.29

0.298

0.35

0.352

0.446

0.45

0.648

0.644

0.776

0.78



Sheet3

		With Pants														Without Pants

		1000		1		2		3		4		5				1000		1		2		3		4		5

				0		0.16		0.35		0.55		0.76

				0		0.12		0.3		0.5		0.65

				0		0.2		0.39		0.57		0.75

				0		0.18		0.36		0.56		0.75

				0		0.17		0.27		0.52		0.64

		avg		0		0.166		0.334		0.54		0.71				avg

		st dev		0		0.0296647939		0.0482700735		0.0291547595		0.0595818764				st dev

		3500		0		0.14		0.24		0.35		0.64				3500

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.64

		avg		0		0.14		0.24		0.35		0.64				avg

		st dev		0		0		0		0		0				st dev

		7500		0		0.14		0.24		0.35		0.64				7500		0		0.14		0.24		0.35		0.65

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.64

				0		0.14		0.24		0.35		0.65						0		0.14		0.23		0.35		0.64

				0		0.13		0.24		0.35		0.65						0		0.14		0.25		0.36		0.64

				0		0.14		0.24		0.35		0.65						0		0.13		0.24		0.35		0.65

		avg		0		0.138		0.24		0.35		0.648				avg		0		0.136		0.24		0.352		0.644

		st dev		0		0.004472136		0		0		0.004472136				st dev		0		0.0054772256		0.0070710678		0.004472136		0.0054772256

		11000		0		0.14		0.25		0.36		0.66				11000

				0		0.14		0.24		0.37		0.65

				0		0.15		0.25		0.36		0.66

				0		0.14		0.24		0.36		0.65

				0		0.14		0.24		0.36		0.65

		avg		0		0.142		0.244		0.362		0.654				avg

		stdev		0		0.004472136		0.0054772256		0.004472136		0.0054772256				stdev

		25000		0		0.15		0.26		0.38		0.69				25000

				0		0.15		0.26		0.38		0.7

				0		0.16		0.26		0.39		0.7

				0		0.16		0.26		0.39		0.69

				0		0.15		0.26		0.38		0.7

		avg		0		0.154		0.26		0.384		0.696				avg

		stdev		0		0.0054772256		0		0.0054772256		0.0054772256				stdev

		50000		0		0.18		0.28		0.44		0.77				50000		0		0.18		0.29		0.45		0.78

				0		0.18		0.29		0.45		0.78						0		0.2		0.31		0.46		0.79

				0		0.18		0.29		0.44		0.77						0		0.18		0.29		0.44		0.77

				0		0.19		0.3		0.46		0.78						0		0.19		0.3		0.45		0.78

				0		0.18		0.29		0.44		0.78						0		0.19		0.3		0.45		0.78

		avg		0		0.182		0.29		0.446		0.776				avg		0		0.188		0.298		0.45		0.78

		stdev		0		0.004472136		0.0070710678		0.0089442719		0.0054772256				stdev		0		0.0083666003		0.0083666003		0.0070710678		0.0063245553

		80000		0		0.21		0.33		0.52		0.89				80000

				0		0.22		0.33		0.51		0.87

				0		0.24		0.35		0.55		0.92

				0		0.23		0.34		0.53		0.88

				0		0.22		0.33		0.52		0.88

		avg		0		0.224		0.336		0.526		0.888				avg

		stdev		0		0.0114017543		0.0089442719		0.0151657509		0.0172046505				stdev
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